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Document Overview 
 
Welcome to the AI Policy Implementation Guide, a comprehensive resource crafted by the Contra Costa Local 
Government Leadership Academy team for the local governments of Contra Costa County. This document is designed to 
navigate the process of adopting, managing, and leveraging artificial intelligence (AI) within public agencies. It 
synthesizes critical documents and resources into a structured framework to assist local governments in implementing 
effective AI policies. This document includes: 
 

• Contra Costa Leadership Institute's Overview: A summary that sets the stage for understanding the scope and 
purpose of this document. 

• Draft Staff Report: A preliminary report detailing the steps for adopting AI policy within local government 
frameworks. 

• Leadership Academy Presentation: A copy of the presentation delivered by the Contra Costa Leadership team, 
highlighting best practices and strategic approaches to AI policy. 

• GovAI Coalition Resources: A suite of documents and tools developed by the GovAI Coalition to guide and 
support agencies in their AI journey. These include: 

o Policy Governance: Outlining the principles that govern the use of AI systems by agencies, ensuring 
responsible and ethical AI practices. 

o Policy Manual: Providing detailed guidance for complying with AI policy mandates, ensuring consistent 
and effective implementation. 

o Incident Response Plan: A strategic playbook for agencies to prepare for, and respond to, AI-related 
security incidents, ensuring resilience against emerging threats. 

o FactSheet: Offering technical insights necessary for agencies to understand, evaluate, and engage with 
third-party AI systems effectively. 

o Vendor Agreement: Ensuring that AI systems procured by agencies meet the standards of responsible AI 
use within government operations. 

o Standardized AI Use Case Sharing Guide: Facilitating a standardized format for agencies to document 
and share their AI experiences, fostering a collaborative learning environment. 

o Vendor Registry: A comprehensive registry that provides detailed information on AI systems available for 
government use, enhancing transparency and informed decision-making. 

Furthermore, the document introduces Generative AI Standards, establishing benchmarks for the responsible and ethical 
use of generative AI and Large Language Models (LLMs). This ensures that the deployment of these technologies aligns 
with public service values and operational integrity. 

Additionally, the document includes an extensive collection of Links to Articles, Academic Studies, and other resources, 
offering further reading and insights into AI, policy and implementation strategies. 
 
This document is not a manual; it is a springboard for local governments to regulate the potential of AI responsibly, 
ethically, and effectively. Through adherence to these findings, local governments can pioneer a future where AI serves 
as a cornerstone of public service excellence and innovation. 
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Preface 
 
This document was crafted by the Contra Costa Local Government Leadership Academy ‘AI team’ and serves as a 
resource for local governments to get up to speed on how AI technology can be utilized within their jurisdiction and 
provides a model AI policy they can adapt to their unique jurisdiction. This document compiles a variety of essential 
resources including a Draft Staff Report for the adoption of AI policy, and several pivotal documents from the GovAI 
Coalition, which collectively serve as a cornerstone of responsible AI governance. We have also included our Contra 
Costa Leadership Presentation, which was delivered on May 9th, 2024. 
 

When we started researching the topic of AI policy, we initially searched the web for ‘advancements in AI technology. 
We read through private industry whitepapers, watched videos of AI pioneers, and started finding Non-profits and 
Universities that were publishing AI papers and sharing their research. That research helped us develop our approach. 
 

Anthony Coden, from the City of Pinole, set the table in providing a key overview of our presentation by defining 
Artificial Intelligence and tying the technology back to applications already in use within our everyday lives.  
 

Bradley Harms, from the City of Richmond, had the fantastic idea of taking our Team Sponsors recommendation to use 
Open.ai’s ChatGPT was as a resource of interest and integrating a live demo into our presentation to help our audience 
see how AI technology can be useful in their daily lives.  
 

Steven Linderman, from the City of Richmond, focused his research on Prompt Engineering to bridge the gap between 
natural language and artificial intelligence (AI). Steven’s breakdown of the underlying model architecture and linguistic 
nuances associated with prompt engineering coupled with a rich visual illustration showing the components of a prompt 
and how to supercharge prompts. 
 

Daniel Gordon, from the City of Martinez, has researched and recorded an eight-point Best Practices on the working 
standards or ethical guidelines that provide the best course(s) of action when incorporating ChatGPT/LLM workflows 
into local jurisdictions operations.  
 

Mackenzie Brady, from the City of Moraga, developed an Internal Use Cases set for AI systems that are internal facing 
with no public engagement. They include Large Language Models, Image Recognition (x2), Acoustic Signature, and 
Object Detection technologies.  
 

Jimmy Zhou, from the City of San Pablo, researched an External Use Cases set for external facing AI systems, which 
include Chatbots, Regulation and Tax Collection, and Homelessness Prediction and Prevention. Several other Internal 
and external use cases were also noted in the resources and links sections.  
 

During our research of local jurisdictions AI policies, Scott Watkins and Daniel Gordon compiled a list of local 
governments that had adopted AI Policies. Several of these local governments cited “This document closely models the 
structure and language of the City of San Jose Generative AI Guidelines.” Scott and Dan both noted the City of San Jose 
was forming a GovAI coalition and joined the kick-off meeting on November 7, 2023.  
 

Scott Watkins, from the City of Concord, joined the Policy working group and met regularly to iterate on the City of San 
Jose’s “Algorithmic Systems Policy Template” and the “AI Manual Template” to transform them into the GovAI 
Coalition’s model policies. Scott continued compiling a pool of AI policies that had been adopted by local jurisdictions 
across the county. As noted above, several jurisdictions had adopted and modified the City of San Jose’s AI guidelines, 
adapting them to their own unique jurisdictions’ circumstances. Scott began compiling a comparative analysis of 
adopted AI policies, looking for the variations that have been made to San Jose’s policies during implementation. Some 
of the unique variations have been included in the Aggregate Generative AI Standards section.  
 

Our goal in pulling together these resources is to help all of the local governments within Contra Costa County - and 
beyond - implement a responsible AI policy that will ultimately benefit the residents of our community. 
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Staff Report 
[Agency Name] 
Agenda Item Submittal 
From: [Agency Staff] 
Subject: Adopting a Policy for Employee Use of Artificial Intelligence Systems 

 
Recommended Actions: 

1) Accept and file status report on development of an artificial intelligence appropriate use policy 
for [Agency Name] employees; 

 
2) Approve the attached [Agency Name] Artificial Intelligence Appropriate Use Policy governing the use of 

artificial intelligence systems by [Agency Name] employees, and direct the Clerk of the [Board or Council] to 
add the policy to the Policy and Procedures Manual; 

 
3) Authorize the [Agency Name] to further develop and implement iterative updates to [Agency Name] 

Artificial Intelligence Appropriate Use Policy that are in alignment with the framework and principles 
approved by the [Board or Council], as reflected in the attached policy and direct the Clerk of the [Board or 
Council] to amend the policy in the Policy and Procedures Manual as necessary; and 

 
4) Direct the [Agency Name] and Information Services Department to return on or before [Date], with an 

update on the Artificial Intelligence Appropriate Use Policy for [Agency Name] Employees, to include 
advancements in iterative policy development and implementation, artificial intelligence training programs, 
and statistical data regarding usage by [Agency Name] employees. 

 

Executive Summary 
On [Date], the [Board or Council] directed the [Agency Name] to create and implement an adaptable policy for the 
responsible and ethical use of artificial intelligence (AI) systems by [Agency Name] employees that will address issues 
such as data privacy, cybersecurity, bias, and transparency, and return in [Month] with a report on these efforts. This 
report provides an overview plan on the development of an AI appropriate use policy for [Agency Name] employees, 
designed to guide staff in the responsible and secure utilization of generative AI tools, recommends approval of 
[Agency Name] Artificial Intelligence Appropriate Use Policy, and recommends authorizing the [Agency Name] to 
further develop and implement iterative updates to the recommended policy, with direction to return on [Date] with 
an update. 

 

Background 
In December 2022, Open AI, an American AI company, launched a free version of ChatGPT, a new AI “chatbot.” A 
chatbot is a software application that attempts to mimic human conversation through text or voice. ChatGPT 
immediately stood out as a powerful application capable of providing detailed, coherent responses to complex 
questions across a wide variety of subjects. In the months since the release of ChatGPT, a large number of 
technology companies have released their own artificial intelligence products as the burgeoning field continues to 
grow. 

 
Given the rapid developments and the potent capabilities of AI, there is an urgent need for a structured policy 
framework. Previous discussions around the use of AI in government, business, education and healthcare have taken 
on increased importance as the public and government employees now have access to powerful AI tools. 
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AI Policy Committee 
On [Date], the [Board or Council] directed staff to create an adaptable policy with a proposed set of guidelines for the 
responsible and ethical use of AI systems by [Agency Name] employees that will address issues such as data privacy, 
cybersecurity, bias, and transparency, and return in [Date] with a report on these efforts. In response to this 
direction, staff plans to form an ad-hoc AI Policy Committee (AIPC), which will adapt the Contra Costa Leadership 
Institute and GovAI Coalition’s model AI policy, launch an AI Early Adopters Users Work Group, take steps to 
implement trainings for [Agency Name] staff, and begin consideration of how to manage rapid integration of AI 
features within software products the [Agency Name] purchases. 

 
Based on the [Board or Council]’s direction, the AIPC will adopt sections of policy from the Contra Costa Leadership 
Institute and GovAI Coalition’s model AI policy and assign staff departmental representatives from the Information 
Services Department (ISD), [Agency Name] Legal Counsel, Planning staff, and the Human Resources Department. The 
AIPC will begin its work by presenting to [Agency Name] department heads an intention to take a cautiously 
optimistic stance on developing AI policy, considering both the opportunities and risks posed by this new technology. 
The AIPC will consult with other jurisdictions and interested organizations from the technology sector to solicit ideas 
for adapting the Contra Costa Leadership Institute and GovAI Coalition’s model AI policy. Additionally, ISD will 
develop a dashboard to quantify staff usage trends of ChatGPT, a leading AI tool.  

 

AI Early Adopters Workgroup 
The AI Early Adopters Workgroup will be convened to encourage dialogue and shared learning of use cases across 
disciplines. Facilitated by ISD staff, and comprised of [number] employees from [number] departments, members of 
the workgroup represent a cross section of expertise within the County, and all are volunteers who have an interest 
in how we can utilize these technologies to improve services to our residents. The workgroup will serve as a learning 
circle for use of AI for development of the appropriate use policy. Staff will share their use cases, results of their 
efforts, and provide important feedback to further implementation of the model AI policy. 

 

AI Usage by [Agency Name] Staff 
ISD will develop and is maintain a dashboard to monitor trends in AI usage by [Agency Name] staff. Currently, the 
dashboard is designed to count visits to the Open AI ChatGPT and Google Bard sites and will separate the sessions 
counted by department. The content of the sessions will not be tracked.  

 

State Level Policy Developments 
As [Agency Name] staff continue to work on implementing the model AI policy the policy landscape is concurrently 
developing rapidly. On September 6, 2023, California Governor Gavin Newsom issued an Executive Order to study the 
development, use, and risks of AI technology throughout the state and to develop a deliberate and responsible 
process for evaluation and deployment of AI within state government. The Executive Order includes, but is not 
limited to, provisions that direct state agencies to prepare AI risk analysis and beneficial uses reports, develop 
procurement guidelines, conduct ongoing impact analysis, and provide state employee trainings. 

  

https://www.gov.ca.gov/wp-content/uploads/2023/09/AI-EO-No.12-_-GGN-Signed.pdf
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Analysis 
AI Appropriate Use Policy 

The rapid evolution of AI tools has prompted the [Board or Council] to give direction that the [Agency Name] and/or 
designees adopt sections of the model AI policy that meets general objectives but also provides flexibility to evolve 
as the capabilities of AI continue to evolve. The [Board or Council]’s direction is to create an AI policy that is meant to 
be flexible and adapt as uses evolve and advance over time. Directing the City Manager and/or designees to treat AI 
policy as iterative acknowledges that the pace of policy updates may be more frequent than other [Agency Name] 
policies and may need to iterate at a pace that makes regular [Board or Council] adoption run counter to the policy 
goals. To this end, the AIPC, under City Manager direction, has created and is prepared to implement an initial AI 
policy and seeks the [Board or Council]’s authority for the City Manager to further develop and implement iterative 
AI policy updates that are in alignment with the framework and principles reflected in the model AI policy. If 
approved, any proposed AI policy changes that veer from the framework and principles approved in this policy will 
return to the [Board or Council] for approval. 

As some jurisdictions, such as the cities of Boston and San Jose, have moved quickly to implement AI policies, the 
AIPC has reviewed these policies and sought to incorporate helpful elements into the [Agency Name] policy. 
Additionally, the AIPC will meet with GovAI Coalition staff to gain insights on what a well-structured policy, based on 
what is known at this time, would be beneficial to contain and approaches to employee training, pilots, and data 
collection related to usage. 

The attached [Agency Name] Artificial Intelligence (AI) Appropriate Use Policy for [Agency Name] Employees was 
developed by the AI Early Adopters Work Group, and additional staff with legal, personnel, and network security 
subject matter expertise to enhance services while maintaining data privacy and security.  

The policy emphasizes security, fairness, transparency, and continual learning in the use of rapidly evolving AI 
technologies and outlines principles and protocols for the responsible and ethical use of generative AI tools by 
[Agency Name] employees, contractors, and third parties. The attached policy includes a framework of basic 
definitions, principles for responsible use, prohibited uses, and guidance on usage. The expectation is that the policy 
will go through regular reviews and iterative updates to stay current with technological and ethical developments 
based on the underlying framework. 
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Contra Costa Leadership Institute Presentation 
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Let's walk through a case study for Chat GPT 
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You’ve had a long day of reviewing departmental budgets, extinguishing various 

fires, and a closed session with the city council. As you pull into the driveway 
the exhaustion of the has settled deep into your bones. After a hasty dinner 
that barely registers on your taste buds, you take a spin through the shower, 
and gratefully sink into the soft embrace of bed. 

Yet, instead of succumbing to the solace of sleep to wash away the day’s troubles, 
you reach for the remote, turn on the TV and…. (Play News Clip) 
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Your city made the 11 o’clock news, and not in a good way. Your heart skips a 

beat, anger simmers beneath the surface of exhaustion. Fuming with 
frustration, you need to act swiftly and decisively to address the crisis at hand. 
But before you draft a response you seek the council of an unlikely source, 
ChatGPT. (Play live demo) 

 
You grab the news article for the website, copy and paste it into ChatGPT, and 

request an email to the contractor. (Narration of Demo) 
 

Now some frustration is warranted. Let’s skip the pleasantries and get a little more 
litigious. 

 
I’m not exactly sure how they handle H2S at a treatment plant so let’s ask Chat if 

we can draft up an industrial safety ordinance to compare to what if anything is 
currently in place. 

 
Thanks to ChatGPT’s assistance you were able to lead with clarity and resolve 

from the comfort of your own bed. Now Steven Linderman is going to talk to 
introduce you to prompt engineering. 
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● Thank you, Bradley, now, what you just saw is the use of prompt engineering. And If 
you don't already know, it is an emerging job segment that is paving the way to 
become a necessary role for organizations looking to leverage AI technologies. A 
prompt engineer's work is heavily involved with bridging the gap between natural 
language and artificial intelligence (AI). While the art and science of constructing 
effective prompts is at its infancy, dynamic prompts lead to more effective results. 
Prompt engineering requires a deep understanding of the underlying model 
architecture and linguistic nuances to unlock the full potential in the burgeoning 
world of AI – you can talk to it as if you were having a conversation with another 
human. 
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● For example, as opposed to a simple internet search query that will return 
results based on key-words, or fragments, of a sentence, today’s ChatGPT search 
results can vary depending on the creation of the prompt, from a detailed jargon 
riddled report, to a basic high-level overview. 

● The ability to quickly add additional prompts that tie back into the original 
prompt can become very important time saving skill for a City leader looking to release 
a response that is first tailored to the public, to the vendor, and to their City's Council.  
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● Prompt engineers have to incorporate several facets of information and compose it 

in a sentence structured format that include a subject and the predicate.  
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● The amount of clarity, context, precision, sensitivity, and creativity allow the AI model 
to provide the user the appropriate response. However, keep in mind, that unlike 
internet searches, this new breed of AI can adjust the results based on additional 
prompts, i.e. make the response a step-by-step instruction set, be direct in the reply, 
make the reply third-person, etc. 
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● Advanced prompt engineering involves the nuance of language and tone but 
typically accomplishes three things: 

1.  It provides Context to orient the model to the desired story, 
2.  It provides Explicit instruction as to how you want the model to 

respond; and, 
3.  Ends with a Clear question or direction to "prompt" the model to spit out 

a response 
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When we think back to the video on the rotten egg smell, it may be no wonder that 

Mckinsey's research suggest that 70% of time spent doing idle tasks be replaced by 
generative AI. However, not all fairy tales have a happy ending. As mentioned before 
AI is still in its infancy, which means the results could be biased, or completely false. 
And you may have already interacted with a simple AI tool (Siri or Alexa) and asked it 
a question only to get an odd response, so it is critical that the prompt response be 
reviewed by a human user that is able to rule out biased or completely false 
responses. 

We have to be ready, trained on how to use the prompts to the best of their abilities, 
whether it is writing a memo to the City Council, or searching for a ruling on a 
property code debacle, the prompt must be refined, reviewed, and revised until the 
human user is comfortable standing behind the result. 

So, as you prepare for your next internal memo, or public address, please keep in mind the 
following slides shared by Daniel that will go over AI's text generator's best practices, 
Daniel: 
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Okay so now let’s move into some best practices, for how to get the most out of 

generative AI. The first tip is to be specific. For example, if you’re having it come up 
with a response to an email, include things like the tone you want, the length of the 
message, the intended audience, and any other details that may be relevant. This 
will help you get a more accurate and relevant response. 

 
Second, is to never take anything AI produces at face value. Always double check facts and 

figures. AI can quote unquote hallucinate, or think it knows something, and it will 
then tell you this falsehood with confidence. This happened with me where I asked it 
if it knew the Martinez Municipal Code and it confidently and very wrongly gave me 
completely fabricated zoning standards. Even math is not a guarantee with 
generative AI, because you need to remember – it’s not actually calculating, but 
rather predicting what the next word is most likely to be. 
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Next is what info you should never include in your prompts. Any personally identifiable 

information or confidential information should never be entered into a prompt. We 
don’t know how tech companies are using our prompt inputs, and so it’s best to play 
it safe. AI companies have disclosed that sometimes there are “Human reviewers” on 
the backend – this raises the possibility that what you input could be leaked or 
somehow disclosed. 

 
Fourth, is to disclose when you use AI. It can just be a small asterisk at the bottom of a 

document that says “some text and images generated by AI.” But it’s important, 
because there’s a lot of confusion about AI right now and disclosure builds trust. 
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Fifth, is to know when it’s appropriate to use generative AI. There was a recent example of 

a city in the Boston area using AI to write a press release about a recent shooting. 
They got significant blowback from this. AI is not suitablefor sensitive topics so always 
ask yourself if it’s appropriate or not to be using it depending on the case. 

 
Sixth, is have a policy. It’s crucial to get a citywide policy in place early because people are 

already using these tools, and these tools are also constantly changing. Setting 
parameters and responsibilities early on can help avoid errors and negligent use. 
Connected with this, is to provide training – even just an email or a one-pager on 
responsible use of AI. 
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Another practice to consider is to have an agency point-person for AI. This person would be 

tasked with staying up to date on new developments and providing input on how AI 
could work for your agency. Having a point person helps consolidate the 
policymaking workflow and provides other staff with a single point of contact if they 
have questions about using AI in their job. 

 
Last, is to take advantage of the work other agencies and groups have already done. Lots 

of jurisdictions are considering how they can use AI, and many have already begun 
using generative AI so there are lots of stories and use cases already out there – 
there’s no need to start at square one. And I’ll just mention that the City of San Jose 
has formed the GovAI coalition, which is a consortium of dozens of cities and other 
agencies that are coming together with regular zoom meetings to hash out things 
like AI policies, vetting of AI vendors, how to piggyback on existing AI contracts, and 
lots more. So that’s a good group to get involved with if you’re trying to figure out 
how AI can fit into your agency. And my colleague Scott will be talking more about 
that later in the presentation. 

 
Now, I'll hand it over to my colleague Mackenzie who will get into more detail on some of 

those use cases. 
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Thank you Daniel. I'm Mackenzie and I'm discussing Internal Use Cases today, that is AI 
systems that are internal facing with no public engagement. There are myriad ways to use AI 
internally, but I will go over just a few to give you some examples of the breadth of assistance 
AI can provide. 

 
 

************** 

All the good examples to save city managers time 
 

1.  Document Management and Automation 
2.  Human Resources and Workforce Management 
3.  Financial Management and Budgeting 
4.  Procurement and Vendor Management 
5.  IT Operations and Cybersecurity 
6.  Policy Analysis and Decision Support 
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As we have already seen, ChatGPT and Large Language Models can provide immense 

value. Other ways ChatGPT can help internally are for getting over the writer's block 
in writing staff reports, completing grant applications. I just completed an RFP 
process and ChatGPT is my secret editor. 

*********************** 

 
● "Generative Pre-Trained Transformer"- similar to automated chat- 

based customer service on websites 

● Uses machine learning technology to generate responses 
 

Value is determined by the ways in which it can help users, but it provides utility and 
usefulness (efficiency, personalization, innovation, accessibility) 
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Image Recognition for permit submissions to assist applicants and cities with Plan and 
Application review. This technology accelerates permit timelines and increases clarity 
for applicants, improves quality and customer satisfaction with your entity 

Accelerates permit timelines and increases clarity for applicants, improves quality and 
customer satisfaction with your entity 
 

30 day free trials! 
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Automatic number-plate recognition is a technology that uses optical character recognition 

on images to read vehicle registration plates to create vehicle location data. It can use 
existing closed-circuit television, road-rule enforcement cameras, or cameras 
specifically designed for the task 

Provide real-time info, aiding in crime prevention and investigation 

Real data of something this has done 
Moraga uses OpenALPR: has helped with critical information in following cases: 

rolex robbery at gunpoint, golf clubs from country club, residential burglaries 
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ShotSpotter technology works by using system sensors that detect gunshot by their 

acoustic signature. Multiple sensors across the city allow the system to determine 
the likelihood that the sound is a gunshot and record the precise location of the 
sound. 

 
Consistent, rapid, and precise response from police 
 

We learned at a recent presentation by Chief Shields of Danville's Police Department 
that business owners install them without public approval AND their new ability to 
detect glass breaking 
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Object detection for things in the public right of way. Use computer Vision to identify things 

like trash on the street, encampments, abandoned vehicles, blight, etc. 
Object Detection for road and infrastructure inspection, helping to automate data 

collection by detecting and then generating work order 
 

Quickly detect and report infrastructure issues, 
proactively addressing deficiencies and reducing repair/maintenance costs 
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And if you want to keep learning, check out the resources in our handout. Next up is 

Jimmy with External Use Cases 

********************************************************* 

Document Management and Automation 

Familiar 

Implementing AI-powered document management systems to automate tasks such as 
document classification, indexing, and retrieval. This streamlines administrative processes and 
makes information more easily accessible to government employees. 
 
Novel 

Using AI-driven natural language processing (NLP) to automatically summarize lengthy 
documents or reports. This would help staff quickly understand the key points of documents 
without having to read through entire texts, saving time and improving decision-making 
efficiency. 

 

Example: Microsoft SharePoint used to automatically apply document retention policy, plan check 
software Scott sent 
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************************* 

Human Resources and Workforce Management 
Familiar 
Using AI for resume screening and candidate matching during the recruitment process. AI 
algorithms can analyze resumes to identify candidates that best fit job requirements, saving 
time for HR personnel 
 
Novel 
AI algorithms can analyze various sources of employee feedback, such as surveys, emails, chat 
logs, and social media posts, to gauge overall employee sentiment. By processing natural 
language and identifying key themes and emotions, AI can provide insights into how 
employees feel about their work environment, organizational culture, leadership, and other 
factors impacting their job satisfaction. 
 
Example: Google Cloud Natural Language API for sentiment analysis (emails, chats- 
controversial) 
 
********************************************** 

Financial Management and Budgeting 
 
Familiar 
Applying AI algorithms for budget forecasting, revenue optimization, and expenditure 
analysis. This helps in identifying areas of overspending, potential cost savings, and 
optimizing resource allocation. 
 
Novel 
Utilizing AI-driven predictive analytics to identify fraudulent activities or errors in financial 
transactions. By analyzing patterns and anomalies in financial data, government agencies can 
detect irregularities early on and take appropriate measures to mitigate risks and maintain 
financial integrity. 
 
Example: Tyler/Oracle- Enterprise Resource Planning (ERP) can be used for all of the above 
 
************************************** 
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Procurement and Vendor Management 
 
Familiar 
Using AI to analyze vendor performance data and assess vendor reputations for improved 
vendor selection and management. 
 
Novel 

Implementing AI-powered negotiation assistants to optimize contract negotiations with 
vendors. These assistants can analyze historical data, market trends, and negotiation 
strategies to help government staff achieve more favorable terms and agreements. 
Additionally, you can use these systems to analyze profiles of the individuals you may 
negotiate with. 
 
Example: IBM Sterling Order Management and Mindreader OpenGov for 
Automated Procurement 
 
***************************************** 

IT Operations and Cybersecurity 
 
Familiar 
Leveraging AI for network security monitoring and threat detection. AI-driven systems can 
analyze network traffic patterns to detect anomalies and potential security threats in real-time. 
 
Novel 
Deploying AI-driven anomaly detection algorithms to identify potential insider threats 
within the organization. By analyzing user behavior and access patterns, 
these algorithms can flag suspicious activities and prevent data breaches or security incidents 
before they occur. 
 
Example: Darktrace 
 
************************************* 
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Policy Analysis and Decision Support 
Familiar 
Utilizing AI for data analysis to support policy development and decision- making 
processes. AI algorithms can analyze large datasets to identify trends, patterns, and 
insights that inform policy recommendations. 
 
Novel 
Implementing AI-powered scenario modeling tools to simulate the potential impacts of 
proposed policies or regulations. These tools can analyze various scenarios and predict 
their outcomes, helping policymakers make more informed decisions and anticipate 
potential consequences. 
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Thank you, Mackenzie. Let’s now take a look at some external use cases. The external use 
cases include a wide range of industries (tech, health care), but we are focusing on gov-
related cases today. The ability to use AI solution to analyze large- scale data and to interact 
with public members can greatly improve gov function and service. 
 
Three focused case studies:  
1. Chatbot 
2. Regulation and Tax Collection  
3. Homelessness Prediction and Prevention 
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SF Chronicle reported nearly 80% of calls to San Francisco’s 311 agency 

[during the first eight months of the year] were informational requests. 
https://www.sfchronicle.com/tech/article/ai-chatbot-california-city-18379025.php 

  

http://www.sfchronicle.com/tech/article/ai-chatbot-california-city-18379025.php
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Traditional Chatbot vs AI Chatbot 
https://neurosoph.com/ai-chatbots-for-the-government-and-public-sector/ 
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Story reported on 

LA Times: https://www.latimes.com/california/story/2022-06-12/homeless- prevention-
unit 
 
Cal Matters: https://calmatters.org/housing/homelessness/2024/03/california- homeless-
los-angeles-ai/#:~:text=That's%20what%20Los%20Angeles%20County,It's%20still%20an 
%20experimental%20strategy 
 

Additional External Use cases that may be useful to local governments 

Automated Street repairs 
At Daresbury Laboratory, UK start-up Robotiz3d is combining artificial intelligence (AI) with advanced 
robotics to tackle the pothole problem. 

A UK start-up has developed the world’s first autonomous robot that uses AI to locate and fix cracks and 
potholes on UK roads. 

Learn more: https://www.robotiz3d.com/ 

******************** 

  

http://www.latimes.com/california/story/2022-06-12/homeless-
https://www.robotiz3d.com/
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AI Solves Engineering Challenges 
 
A Princeton-led team composed of engineers, physicists, and data scientists from the University and the U.S. 
Department of Energy’s Princeton Plasma Physics Laboratory (PPPL) have harnessed the power of artificial 
intelligence to predict — then avoid — the formation of a specific plasma problem in real time.  

These types of breakthroughs could lead to new sources of clean energy. 

https://engineering.princeton.edu/news/2024/02/21/engineers-use-ai-wrangle-fusion-power-grid 

*************************** 

  

https://engineering.princeton.edu/news/2024/02/21/engineers-use-ai-wrangle-fusion-power-grid
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Thanks Jimmy. When considering ChatGPT and AI Policy, the first thing our team did 

was our research 
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We looked at University departments, Journals, Non Profits 
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Private Industry 
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Along with International, Federal and Local Governments 
 
Our research determined the AI audits and Assessments were the two key performance metrics to 
manage bias and ensure an equitable playing field. 
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Two big ah ha moments were: 
 
Reading the EU Artificial Intelligence Act, which says “market surveillance authorities” will 
handle audits and 
 
President Biden’s landmark Executive Order (also known as the AI RMF Playbook), which states 
red-teaming, capability evaluations, risk management, safety and security, and watermarking 
synthetic content would be implemented. 
 
But in late 2023, there was no general authority that defines and enforces AI audits or 
assessments. 
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As part of our research into Local Jurisdiction's AI policies, we found the City of San Jose's 
GovAI coalition and joined their efforts, which serve as a foundational resource we would like 
to share with you. 
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Think of GovAI as an AI Governance Hub 

 
A Central library for all policies and protocols needed for an AI governance program at the 
local level. 
 
These documents were written by State and local professionals that are already doing this 
work. All of these resources incorporate existing best practices. 
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Here is a quick infographic showing how the GovAI tools connect; including; General Guiding 
Policies, Use Cases, a Vendor Registry, Vendor Agreements, and Incident response protocols 

All of these resources are model policies that your jurisdiction can download and use today. 
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There are use cases that have already been vetted through some of the core GovAI members working 
at the local level, including City Rover 
that Mackenzie shared earlier. 
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On February 7th, the National Institute of Standards and Technology announced the U.S. AI Safety 
Institute, this group includes more than 200 leading AI stakeholders.  

In February of 2024, SB-1047 Safe and Secure Innovation for Frontier Artificial Intelligence Models Act 
was introduced into the California State Senate. A new California department CalCompute, with the 
primary focus of conducting research into the safe and secure deployment of large-scale artificial 
intelligence models was included in the bill 

GovAI coalition has hosted members from NIST and the White House during monthly member calls and 
have been in talks with others on how to cross-pollinate. 

AI technology is evolving fast, and so is policy to help regulate it.  
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When implementing AI policy, our research has found that a crawl, walk, run approach is best. Our 
hope is that reviewing our research will be your first step. 
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In addition to these examples, We have compiled a great cross-section of AI resources; which you can download 
at the Contra Costa Leadership Academy website, by following this QR code.  

Please let us know if you have any questions we can help answer. 
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GovAI Coalition Overview 
In November 2023, the GovAI Coalition was established to give local government a voice in shaping the future of 
AI and ensure that AI development is geared toward the benefit of society. 

The GovAI Coalition is composed of over 400 public servants from over 150 local, county, and state governments 
that represent over 100 million Americans across the nation united in our mission to promote responsible and 
purposeful AI in the public sector.  

The GovAI Coalition is committed to: 

1. Using AI for social good, 
2. Ensuring ethical, non-discriminatory, and responsible AI governance, 
3. Promoting vendor accountability, 
4. Improving government services, and 
5. Fostering cross-agency collaboration and knowledge sharing. 

More information about the mission and work of the GovAI Coalition can be found in the Coalition’s Open 
Letter. Public agencies and members of civil society, academia, and the private sector may sign up to become 
involved with the GovAI Coalition here. 

About GovAI Coalition  

As a majority of government agencies are looking towards AI to improve services, our Coalition strives towards a 
more just and beneficial technological future for all. From generating real-time translations of public meetings to 
predicting traffic patterns for improved bus routes, AI tools have the potential to make government services 
more responsive, efficient, and accessible to all. 

AI also poses serious risks. Racial discrimination, violations of privacy, and threats to safety are well-documented 
harms of AI systems used without guardrails. To improve the lives of all residents while protecting our 
communities against AI risks, it is vital that public agencies establish safeguards for the responsible use of AI. 

Over the next year, we will focus on supporting agencies as they implement their own AI governance programs, 
advocating for responsible AI at all levels of government, and sharing effective AI use cases. 

The GovAI Coalition and the Contra Costa Leadership Institute team 

Members of the Contra Costa Leadership Institute team have been involved wince the inception with the GovAI 
Coalition. We cannot emphasize enough the level of professionalism, thoughtfulness and collaboration that 
were embodied by the member of the GovAI Coalition during the development of the GovAI Deliverables.  

Our team has indicated, with the GovAI Coalition logo   , all of the documents included in this packet 
that are attributable to GovAI Coalition. You will also see comments from GovAI Coalition members Leila Doty, 
Matthew Jacquez and others that are guideposts on where and how you might consider modifying these 
templates to fit each unique jurisdiction.  

https://www.sanjoseca.gov/your-government/departments-offices/information-technology/ai-reviews-algorithm-register/govai-coalition
https://www.sanjoseca.gov/your-government/departments-offices/information-technology/ai-reviews-algorithm-register/govai-coalition
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Artificial Intelligence (AI) Policy 
[Agency]  

I. Purpose 

This policy establishes a comprehensive, yet flexible, governance structure for AI systems used by, or on 
behalf of, the [Agency]. This policy enables the [Agency] to use AI systems for the benefit of the community 
while safeguarding against potential harms. 

The key objectives of the AI Policy are to: 

• Provide guidance that is clear, easy to follow, and supports decision-making for the staff (full-time, part-
time), interns, consultants, contractors, partners, and volunteers who may be purchasing, configuring, 
developing, operating, or maintaining the [Agency’s] AI systems or leveraging AI systems to provide 
services to the [Agency]. 

• Ensure that when using AI systems, the [Agency] or those operating on its behalf, adhere to the Guiding 
Principles that represent values with regards to how AI systems are purchased, configured, developed, 
operated, or maintained.  

• Define roles and responsibilities related to the [Agency’s] usage of AI systems. 

• Establish and maintain processes to assess and manage risks presented by AI systems used by the 
[Agency]; 

• Align the governance of AI systems with existing data governance, security, and privacy measures in 
accordance with the [Agency’s Information and Security Policy] and [Agency’s Data Policy]. 

• Define prohibited uses of AI systems; 

• Establish “sunset” procedures to safely retire AI systems that no longer meet the needs of the [Agency];  

• Define how AI systems may be used for legitimate [Agency] purposes in accordance with applicable 
local, state, and federal laws, and existing agency policies. 

The [Agency] defines “artificial intelligence” or “AI” to be a machine-based system that can, for a given set of 
human-defined objectives, make predictions, recommendations, or decisions influencing real or virtual 
environments. 1 AI systems use machine- and human-based inputs to perceive real and virtual environments; 
abstract such perceptions into models through analysis in an automated manner; and use model inference to 
formulate options for information or action.  

The [Agency] defines an “AI system” to be any data system, software, hardware, application, tool, or utility that 
operates in whole or in part using AI. 2 

 
1 Definition from 15 U.S.C. 9401(3). 
2 Definition from United States Executive Order No. 14110 on Safe, Secure, and Trustworthy Development and Use of 

https://uscode.house.gov/view.xhtml?req=(title:15%20section:9401%20edition:prelim)
https://www.whitehouse.gov/briefing-room/presidential-actions/2023/10/30/executive-order-on-the-safe-secure-and-trustworthy-development-and-use-of-artificial-intelligence/


 

53 | P a g e  
 

The [Agency’s] AI systems and the data contained therein will be purchased, configured, developed, operated, 
and maintained using the [Agency’s] [AI Policy Manual, or applicable handbook]. 

II. Scope 

This policy applies to: 

1. All AI systems deployed by the [Agency]; and 

2. Staff (full-time, part-time), interns, consultants, contractors, partners, and volunteers who may be 
purchasing, configuring, developing, operating, or maintaining the [Agency’s] AI systems or who may be 
leveraging AI systems to provide services to the [Agency]. 

III. Guiding Principles for Responsible AI Systems 

These principles describe the [Agency’s] values with regards to how AI systems are purchased, configured, 
developed, operated, or maintained.  

1. Human-Centered Design: AI systems are developed and deployed with a human-centered approach that 
evaluates AI powered services for their impact on the public. 

2. Security & Safety: AI systems maintain confidentiality, integrity, and availability through safeguards that 
prevent unauthorized access and use. Implementation of AI systems is reliable and safe, and minimizes 
risks to individuals, society, and the environment. 

3. Privacy: Privacy is preserved in all AI systems by safeguarding personally identifiable information (PII) 
and sensitive data from unauthorized access, disclosure, and manipulation. 

4. Transparency: The purpose and use of AI systems is proactively communicated and disclosed to the 
public. An AI system, its data sources, operational model, and policies that govern its use are 
understandable and documented. 

5. Equity: AI systems support equitable outcomes for everyone. Bias in AI systems is effectively managed 
with the intention of reducing harm for anyone impacted by its use. 

6. Accountability: Roles and responsibilities govern the deployment and maintenance of AI systems, and 
human oversight ensures adherence to relevant laws and regulations. 

7. Effectiveness: AI systems are reliable, meet their objectives, and deliver precise and dependable 
outcomes for the utility and contexts in which they are deployed. 

8. Workforce Empowerment: Staff are empowered to use AI in their roles through education, training, and 
collaborations that promote participation and opportunity. 

 
Artificial Intelligence. 

https://www.whitehouse.gov/briefing-room/presidential-actions/2023/10/30/executive-order-on-the-safe-secure-and-trustworthy-development-and-use-of-artificial-intelligence/
Doty, Leila
See the Coalition's template for an "AI Policy Manual".
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IV. Roles & Responsibilities 

Several roles are responsible for enforcing this policy, outlined below. 

• The [Chief Information Officer (CIO), or equivalent] is responsible for directing [Agency] technology 
resources, policies, projects, services, and coordinating the same with other [Agency] departments. 
The [CIO, or equivalent] shall designate the [Chief Information Security Officer (CISO), or equivalent] to 
actively ensure AI systems are used in accordance with the [Agency Information and System Security 
Policy, or applicable policy]. The [CIO, or equivalent] shall also designate the [Chief AI Officer (CAIO), or 
equivalent] to actively ensure the AI system is used in accordance with this policy and the [other 
related Agency policy]. 

• The [CISO, or equivalent] is responsible for overseeing the enterprise security infrastructure, 
cybersecurity operations, updating security policies, procedures, standards, guidelines, and 
monitoring policy compliance.  

• The [CAIO, or equivalent] is responsible for overseeing the enterprise digital privacy practices, data 
processing practices, and responsible usage of technology in compliance with the [Agency Digital 
Privacy Policy, or applicable policy]. The [CAIO, or equivalent] is responsible overseeing the privacy 
practices of AI systems used by or on behalf of [Agency] departments.  

• [Agency] departments are responsible for following this policy and following updates to this policy 
and the [AI Policy Manual, or applicable policy], and shall check compliance with these documents 
at least annually. 

• The [CIO or designee, or equivalent] shall notify [Agency] departments when an update to this policy 
or the [AI Policy Manual, or applicable policy] is released. 

• The [Attorney’s Office, or equivalent] is responsible for advising of any legal issues or risks 
associated with AI systems usage by or on behalf of [Agency] departments. 

• The [Executive Office or designee, or equivalent] may, at its discretion, inspect the usage of AI 
systems and require a department to alter or cease its usage of AI systems or a partner’s usage of AI 
systems on behalf of the department. 

• The [Finance Department – Purchasing Office, or equivalent] is responsible for overseeing the 
procurement of AI systems and requiring vendors to comply with [Agency] policy standards through 
contractual agreements. 

V. Policy 

When purchasing, configuring, developing, operating, or maintaining AI systems, the [Agency] will:  

I. Uphold the Guiding Principles for Responsible AI Systems;  

II. Conduct an AI Review to assess the potential risk of AI systems. The [CAIO, or equivalent] is 
responsible for coordinating review of AI systems used by the [Agency] as detailed in the [AI Policy 
Manual, or applicable policy]; 

Doty, Leila
Agencies that do not have a Chief AI Officer (CAIO) may designate another equivalent or related role (i.e., the Chief Privacy Officer or Chief Information Security Officer) to fulfill the responsibilities of the CAIO.

Doty, Leila
For example, the 'Executive Office' may be the City Manager's Office or Office of the CEO.

Doty, Leila
For a detailed explanation of how to conduct a review of an AI system, see the Coalition's template for an "AI Policy Manual".
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III. Obtain technical documentation about AI systems using the AI FactSheet or create equivalent 
documentation if internally developing the AI system. The [Finance Department, Purchasing Office, or 
equivalent] is responsible for requiring vendors to complete the AI FactSheet; 

IV. Require contractors to comply with the [Requirements for AI Systems, or applicable legal addendum] 
overseen by the [Finance Department, Purchasing Office or equivalent]; and 

V. In the event of an incident involving the use of the AI system, the [Agency] will follow an Incident 
Response Plan as detailed in the [AI Incident Response Plan, or equivalent]. The [CISO, or equivalent] is 
responsible for overseeing the security practices of AI systems used by or on behalf of [Agency] 
departments. 

Prohibited Uses 

The use of certain AI systems is prohibited due to the sensitive nature of the information processed and severe 
potential risk. This includes the following prohibited purposes: 

• [Real-time and covert biometric identification.] 

• [Emotion analysis, or the use of computer vision techniques to classify human facial and body 
movements into certain emotions or sentiment (e.g., positive, negative, neutral, happy, angry, 
nervous).] 

• [Fully automated decisions that do not require any meaningful human oversight but substantially impact 
individuals.] 

• [Social scoring, or the use of AI systems to track and classify individuals based on their behaviors, 
socioeconomic status, or personal characteristics.]  

• [Cognitive behavioral manipulation of people or specific vulnerable groups.] 

• [Autonomous weapons systems.] 

If [Agency] staff become aware of an instance where an AI system has caused harm, staff must report the 
instance to their supervisor and the [CPO, or equivalent]. 

Sunset Procedures 

If an AI system operated by the [Agency] or on its behalf ceases to provide a positive utility to the [Agency’s] 
residents as determined by the [CPO, or equivalent], then the use of that AI system must be halted unless 
express exception is provided by the [City Manager or City Council, or equivalents]. If the abrupt cessation of the 
use of that AI system would significantly disrupt the delivery of [Agency] services, usage of the AI system shall be 
gradually phased out over time.  

Public Records 

The [Agency] is subject to the [applicable public records act policy]. [Agency] staff must follow all current 
procedures for records retention and disclosure.  

Doty, Leila
See the Coalition's "AI FactSheet".

Doty, Leila
See the Coalition's template for a "Vendor Agreement".

Doty, Leila
For more information on AI Incident Response, see the Coalition's template for an "AI Incident Response Plan".

Doty, Leila
Agency should replace this list of example prohibited uses with their own list. We recommend including a definition for each prohibited use that the agency includes in the 'Terms & Definitions' section on page 5 of this document. You can see example definitions for these sample prohibited uses in the comments below. 

Doty, Leila
Example definition: The live identification of an individual using technologies including, but not limited to, facial recognition and iris scanning, without that individual's knowledge or meaningful consent. 

Doty, Leila
Example definition: The use of computer vision techniques to classify human facial expressions, body movement, or language into emotions or sentiment (e.g. positive, negative, neutral, happy, angry). 

Doty, Leila
Example definition: A "Social Scoring System" refers to artificial intelligence or algorithmic systems that aggregate and interprets an individual's personal data to assign a quantifiable score or rating that ranks them against other individuals and impacts their access to services, opportunities, or societal privileges. These systems are characterized by their use of data related to behavior, preferences, interactions, financial transactions, and other personal attributes which are not directly linked to the application of the score. They are can be part of a comprehensive profile that is used to make significant decisions about an individual's rights, opportunities, or social standing.

Doty, Leila
Example Definition: "Cognitive behavioral manipulation" refers to AI-driven tools or algorithms designed to influence or alter an individual's decision-making process or belief system. These systems use psychological, behavioral, or emotional data to create targeted strategies that can manipulate thoughts, feelings, or actions, particularly focusing on vulnerable groups or individuals.

Doty, Leila
Example Definition: Autonomous Weapons Systems refer to weapon systems that, once activated, can select, engage, and apply force to targets without human intervention, to use lethal or sub-lethal force. 
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Policy Enforcement 

All employees and agents of the [Agency], whether permanent or temporary, interns, volunteers, contractors, 
consultants, vendors, and other third parties operating AI systems on behalf of the [Agency] are required to 
abide by this Policy and the associated [AI Policy Manual, or applicable policy]. 

VI. Violations of the AI Policy 

Violations of any section of the AI Policy, including failure to comply with the [Agency’s] [AI Policy Manual, or 
applicable handbook], may be subject to disciplinary action, up to and including termination. Violations made 
by a third party while operating an AI system on behalf of the [Agency] may result in a breach of contract 
and/or pursuit of damages. Infractions that violate local, state, federal or international law may be remanded 
to the proper authorities. 

VII. Terms & Definitions 

Artificial Intelligence: “Artificial intelligence” or “AI” to be a machine-based system that can, for a given set of 
human-defined objectives, make predictions, recommendations, or decisions influencing real or virtual 
environments. Artificial intelligence systems use machine- and human-based inputs to perceive real and virtual 
environments; abstract such perceptions into models through analysis in an automated manner; and use model 
inference to formulate options for information or action. 

Algorithm: A series of logical steps through which an agent (typically a computer or software program) turns 
particular inputs into particular outputs.   

AI system: Any system, software, sensor, or process that automatically generates outputs including, but not 
limited to, predictions, recommendations, or decisions that augment or replace human decision-making. This 
extends to software, hardware, algorithms, and data generated by these systems, used to automate large-scale 
processes or analyze large data sets.  

Additional terms and definitions are provided in the AI Policy Manual.  

VIII. Acknowledgement 

The initial draft of this policy was developed through the coordinated efforts of over 150 state and local 
agencies in the GovAI Coalition who are dedicated to the responsible and purposeful use of AI that benefits all 
members of the community.  
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AI Policy Manual 
Purpose 
The [Agency] AI Policy Manual provides guidance on how to comply with the [Agency] AI Policy. Refer to 
this manual for all matters relating to [Agency] AI usage, including purchasing, procurement, governance, 
incident response, and education. 

This document covers the following topics: 

1. AI Policy: The foundational document for the [Agency’s] approach to AI; refer to the “Artificial 
Intelligence (AI) Policy” 

2. AI Review: Required for all new technology procurements and data initiatives that involve an 
AI system; see “AI Review” 

3. AI Governance: The framework for managing and monitoring the full lifecycle of all [Agency] 
AI systems; see “Artificial Intelligence (AI) Governance” 

4. Domain-Specific Guidelines: Guidance for [Agency] staff in using specific types of AI. This manual 
includes guidance for: 

a. [Include GenAI guidelines if you would like] 
b. [Include AI meeting tools guidelines if you would like] 
c. … 

This document will continue to be updated to provide the latest information on the [Agency’s] AI Policy and 
practices.  

Artificial Intelligence in [Agency] 
Background 
[Insert relevant information about Agency’s use of and regulation of AI.]  

This manual provides detail into the [Agency’s] AI governance established by the [Artificial Intelligence (AI) 
Policy, or equivalent]. As the [Agency’s] AI governance practices and the AI industry mature, the [Agency’s] 
relevant policies and this manual will continue to evolve.  

Identifying AI 
“AI” and “AI system” are defined in the [“Artificial Intelligence (AI) Policy”, or equivalent]. In practice, the 
[Agency] uses a checklist of questions to identify AI systems. 3 Procurement officers who process technology 
proposals may make particular use of this checklist. A technology may be considered an “AI system” if it elicits 
positive answers to any of the following questions: 

• Does the technology use data to provide predictions, recommendations, insights, or decisions? 
• Does the technology augment or replace human decision-making?  
• Does the company use words such as “personalized”, “tailored”, and “adaptive” in its marketing?  

 
3 This checklist is inspired by The EdTech Equity Project’s school procurement guide. 

https://coda.io/d/School-Procurement-Guide_dYBoc7ujwQA/School-Procurement-Guide_su9mx#_luZQD
Doty, Leila
Example from the City of San José: 

As the capital of Silicon Valley, the City of San José has a history of using innovative solutions to provide impactful services to residents with limited public sector resources. In recent years, the City has explored the capabilities of artificial intelligence (AI) and machine learning systems to improve the delivery of City services and support data analytics, like with AI traffic cameras and Automated License Plate Readers. In response to the City’s increased use of AI systems, the City Privacy Office (CPO) has established an algorithmic review process for technology procurements that involve the use of AI.

Doty, Leila
See the Coalition's template for an "AI Policy".
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Although the [Agency] may identify a technology as an AI system, not all AI systems require a full AI Review. 
Learn more about the medium and high-risk AI systems that require full review in the section “AI Review 
Process: Step by Step, Step 2: Risk Analysis”.  

The figure below illustrates the relationship between an algorithm and an AI system. Consider the example of an 
AI system designed to change traffic lights based on the presence of a bicyclist. While the algorithm’s sole 
function is to identify a bicyclist, the AI system changes the traffic light to accommodate the bicyclist identified 
by the algorithm.  

 

Figure 1: Example of an algorithm and an AI system. In this example the algorithm identifies if a bicyclist exists in 
the photo. That algorithm is then used in an AI system to turn a bike light green at an intersection. 

AI Governance 
Governance Structure 
The governance of AI systems in the [Agency] involves several actors, policies, and practices that work in 
coordination to ensure that the [Agency] uses AI tools in a responsible manner. The diagram below explains the 
roles and responsibilities of actors in the [Agency] who frequently participate in AI governance activities.  

AI Policy Roles & Responsibilities  
Members of the public that your agency serves 

• The [Agency] is ultimately accountable to the members of the public that it serves. For AI uses cases that 
present a high potential risk, the [Agency] aims to involve the public in the process of reviewing and 
deploying the AI system. In general, the [Agency] aims to be transparent about how it uses AI with the 
broader public. 

Final Authority 
• [Greatest authority of agency that may need to be involved in certain high-risk applications of AI (e.g., 

City Council, Board of Supervisors, etc.)]  

 
 
 
 
 

Doty, Leila
The structure of each agency can vary widely. If the agency has capacity, we recommend filling the roles in this list to carry out AI governance processes and activities.
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Escalated Authority 
• The [Chief Information Officer (CIO), or equivalent] approves AI-related policies set forth by the [Chief AI 

Officer (CAIO), or equivalent] and, if applicable, sends them to [Final agency authority] for final approval.  
• The [Attorney Office, or equivalent] reviews AI-related policies from a legal perspective.  
• The [Purchasing & Risk Management Office, or equivalent] reviews procurement requests.  They may 

refer procurement requests to the [CAIO, or equivalent] if the procurement seems to involve some 
technology or AI system. 

• Reviewing Authority 
• The [CAIO, or equivalent] is the main actor in AI governance activities and responsible for creating AI-

related policies and guidance for the [Agency]. The [CAIO, or equivalent] is responsible for ensuring all 
procurement requests that involve an AI system are given an AI review.  

• The [Chief Information Security Officer (CISO], or equivalent] is responsible for ensuring technology 
procurement requests are reviewed from a cybersecurity perspective. 

Department Stakeholders 
• Any [Agency] department may submit a procurement request for an AI system. 
• Departments can propose pilots, ideas, or potential use cases of AI. 
• Departments have a designated AI lead, responsible for interfacing with the [CAIO, or equivalent] to 

ensure department is following [Agency] practices. The AI lead also raises concerns from the 
department around AI to the [CAIO, or equivalent]. 

• [Pending capacity of organization, if departments have their own CAIOs or equivalents] Department’s 
[CAIO, or equivalent] serves as a first line for reviewing all technology. They may conduct a threshold 
analysis, or a deeper AI impact assessment depending on their assessed risk level of the project.  

AI Working Group (AIWG) 
Led by [CAIO, or equivalent], employees from various departments in the AIWG discuss AI-related issues and 
projects in the [Agency]. The AIWG is composed of department AI leads and potentially other department 
representatives. 

AI Advisory Group  
Led by [CAIO, or equivalent], external stakeholders advise the [CAIO, or equivalent] and the [CIO, or equivalent] 
on the policies and activities related to the [Agency’s] AI governance. The Advisory Group consists of external 
stakeholders, including AI experts from industry, academia, civil rights, and members of the public. The Advisory 
Group meets quarterly to discuss AI topics with the [CAIO, or equivalent]. While the Advisory Group plays a 
critical role in informing the [Agency]’s decisions, decision-making power remains within the [Agency]. 

  

Doty, Leila
Agencies that do not have a Chief AI Officer (CAIO) may designate another equivalent or related role (i.e., the Chief Privacy Officer or Chief Information Security Officer) to fulfill the responsibilities of the CAIO.
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AI Review 
Introduction 

In addition to the [Agency’s] privacy, cyber, infrastructure, and data review protocols, the [CAIO, or equivalent] 
conducts an AI Review to ensure that the proposed AI system complies with the [Agency’s] Guiding Principles for 
AI systems, and relevant privacy policies (in consultation with the [Attorney’s Office, or equivalent]). While not 
all steps of the [Agency’s] AI Review protocols may be necessary or appropriate for every project, the protocol 
provides the general review framework for any project.  

It is important to note that throughout the product lifecycle of all AI systems, there should be a consistent and 
continuous review of the technology through a human-centric lens. Consistent review allows the [Agency] to 
ensure that the AI system continues to provide value and protects against potential harms going undetected.  

What needs an AI Review? 

Not all AI systems, whether out-of-the-box or customized, require a full-fledged AI Review. 4 Simple rule-based 
systems, which rely on a series of hard-coded conditional rules to produce one of multiple pre-defined outputs, 
may not be subject to the AI Review process. In contrast, algorithm-based systems, which rely on complex logic 
to make predictions based on patterns in a set of training data, are more frequently subject to the AI Review 
process. As a general rule, AI systems should be reviewed on a regular basis (e.g., annually, quarterly, etc.). 

Whether an AI system is subject to an AI Review also depends on the potential risk of the AI system in question. 
To classify the risk of an AI system, the [CAIO, or equivalent] conducts a risk threshold assessment before 
initiating an AI review of a given proposal (see the subsection “Step 2: Risk Analysis” within the section “AI 
Review Process: Step by Step” for more information on the risk threshold assessment).  

See the chart below for examples of AI systems that do and do not require an AI Review. These examples are 
not exhaustive, but rather are meant to guide and reinforce concepts. 

  

 

4 It is important to note that vendors contracted under professional, personal, or general consulting agreements may be 
using AI based tools on the [Agency’s] behalf. When evaluating professional services agreements, determine if the vendor 
may be using AI systems to generate reports, analyze data, or provide insights and request information about such systems. 
Depending on the circumstances, the [Agency] may wish to also review such third-party AI systems in accordance with the 
same rules and policies described below.  

Doty, Leila
An example set of "Guiding Principles for AI Systems" can be found in the Coalition's template for an "AI Policy".
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AI Review is required AI Review is optional 

1. Predictive policing system that impacts 
the deployment of agency resources 

2. Identity recognition based on one-to-
many matching (e.g., license plate reader, 
facial recognition) 

3. AI system that meets organizational 
thresholds that require an RFP according 
to [procurement or contracts team] 

4. Automated decision-making system that 
automates a decision which traditionally 
requires human review 

5. AI systems that impact or integrate with 
infrastructure systems consistent with 
[Agency] services (e.g., translation service 
for 311) 

1. General website recommendations (e.g., 
recommended videos on the [Agency’s] YouTube 
channel) 

2. Personalized notification system for [Agency] 
events 

3. Strictly rule-based logic (e.g., an accounting 
software to calculate taxes owed, a motion-
detection based alarm system) 

 

Figure 2: An example list of AI systems that do and do not require an AI Review.  

AI Review Framework: At a Glance 

The AI Review Framework guides the [Agency] in reviewing AI systems during the public procurement process. 
The Framework outlines the actions that AI governance practitioners should take from the early project proposal 
stage to final approval and ongoing monitoring of the AI system.  

To understand how the AI Review process is adapted for Request for Proposals (RFP), refer to the section 
“Request for Proposals (RFP) AI Review Protocol”. 

Figure 3: 
AI Review Framework.  
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1. Procurement Request or Existing Application Update:  

Departments seeking to procure an AI system first engage the [CAIO, or equivalent] to discuss their 
technology proposal. Departments should provide existing material related to the project, including 
details on project purpose, data collected and specific uses and benefits of automating a process, 
recommendation, or decision. 

2. Risk Analysis:  

The [CAIO, or equivalent] conducts an “AI Risk Threshold Analysis” to assess the risk of the proposed AI 
system and to determine if the project necessitates a full-fledged assessment. Step 2 below provides 
further guidance and examples of risk on a gradient scale from low-risk to high-risk. 5  

3. Assessment:  

The [CAIO, or equivalent] facilitates the following steps to evaluate the potential risks and benefits of 
the proposed AI system.  

The following steps should be adhered to in accordance with the [Agency’s] risk tolerance: 

a. Algorithmic Impact Assessment (AIA) Form: The business-owning department(s) completes the 
required AIA Form, or equivalent.  

b. AI FactSheet: The vendor completes the required AI FactSheet. The [CAIO, or equivalent] may 
work with the vendor to obtain more details about the AI system. Equivalent information should 
be provided if the AI system is developed internally. 

i. If request involves a Request for Proposals (RFP): The vendor may not be determined 
at this time. Require potential vendor(s) to complete the AI FactSheet. See “Request for 
Proposals (RFP) AI Review Protocol” for guidance on RFP questions.  

4. Public Engagement:  

If the proposed AI system is considered of particular public interest, the [CAIO, or equivalent] conducts 
in-person outreach, targeting communities with limited access to online comments (either due to 
language or internet access issues). Community feedback is then incorporated into the [Data Usage 
Protocol or equivalent].  

The [Agency] should prioritize reducing barriers for public participation, particularly for those directly 
impacted by the AI system, especially historically marginalized or disadvantaged communities. 

5. Final Review:  

Projects are reviewed by the [CAIO and Cybersecurity Office, or equivalents]. The [CAIO, or equivalent] 
provides assessment, approval/denial, and/or recommendations.  
At [CIO’s, or equivalent] discretion, a review may rise to a relevant [Council Committee, or equivalent]. 

 
6. Pre-Launch Preparation: 

a. Data Usage Protocol: Medium-risk and high-risk AI systems may necessitate a Data Usage 
Protocol to govern the collection, access, processing, and sharing of data around the AI system 
to ensure that the project complies with the [Agency’s] [Digital Privacy Policy, or equivalent].  

 
5 It is important for the [Agency] to understand and document its risk tolerance for AI systems. Key considerations 
that may be helpful for assessing an institution’s risk tolerance include:  

- What experience does [Agency] have with AI?  
- What are [Agency’s] existing risk management frameworks and practices?  
- Who are the key stakeholders involved in [Agency’s] AI strategy?  
- Are there any specific regulations or policies that will influence [Agency’s] use of AI? 

Doty, Leila
See the Coalition's template for an "AI FactSheet".

Doty, Leila
Agencies may or may not already employ Data Usage Protocols or equivalent documents in their organization.

A 'Data Usage Protocol' is a policy document that governs the use of a specific technology (e.g., automated license plate readers, drones, etc.). For example, the Data Usage Protocol outlines authorized uses, data collection practices, data retention and minimization, and prohibited uses for a specific technology. Not every technology used by the agency necessitates a Data Usage Protocol; these policy documents are created for technologies that pose a significant potential risk and require additional safeguards to promote responsible use.
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b. AI Inventory: The approved project proposal is added to a publicly viewable online inventory of 
the AI systems deployed by the [Agency]. 5 The AIA Form and AI FactSheet are made publicly 
available online. The [CPO, or equivalent] regularly updates the AI Inventory as new AI systems 
are adopted and archives old systems as they are phased out of use.  

c. Training: Users of the approved AI system are given training to properly deploy, operate, and 
maintain the technology. Training is often provided by the vendor or other third party. 

7. Ongoing Monitoring: Departments report annual metrics defined in the [Data Usage Protocol or 
equivalent]. Reports usually require metrics on data usage and project effectiveness. Public can 
comment on data usage and annual updates online at [Website link]. 

  

Gehami, Albert
If capacity in your agency, consider providing reports on higher risk systems on your agencies website. 
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AI Review Framework: Step-by-Step 
The previous section provided a high-level summary of the AI Review Framework. In this section, each of the 
seven steps that comprise the AI Review Framework are explained in greater detail.  

Step 1: Proposal 
An AI Review is triggered when a business-owning department in the [Agency] department submits a 
procurement request for a technology involving an AI system. An AI Review can also be initiated when a vendor 
has made updates to a product’s functionality or released a new version of the AI system. 

An AI Review can be formally initiated through the [Agency’s helpdesk site, or equivalent].  

For a consultation on potential projects, to initiate an informal “AI Risk Threshold Analysis”, or to ask any 
questions, contact the [Digital Privacy Office, or equivalent] directly at [Email Address]. To see a list of AI systems 
currently used by the [Agency], refer to the online AI Inventory here [insert link]. 

Step 2: Risk Analysis  
The [Agency] will conduct a risk analysis on the proposal to determine is a full-fledged review is required for the 
system. The review will be overseen by [CAIO, or equivalent person responsible for managing AI reviews]. 

[There are many different approaches to evaluating AI risk. Prevailing approaches include tiered risk systems 6 
(e.g., red light, yellow light, green light method) and principle-based risk analysis 7 (e.g., AI ethics nutrition label).]  

The [Agency] aligns its approach to risk with the National Institute for Standards and Technology (NIST) Artificial 
Intelligence Risk Management Framework (AI RMF). While the NIST AI RMF does not necessarily describe exactly 
how to evaluate AI risk, the AI RMF defines characteristics of trustworthy AI and provides important guidance for 
organizations that seek to build governance and risk management processes for AI systems. 8  

While there are many methods to evaluating AI risk, the approach outlined below is designed to be easily 
implemented by public sector practitioners. Those working in the public sector are often constrained by scarce 
resources and limited personnel capacity. The AI Risk Threshold Analysis is intended to be a practical tool that 
balances real-world constraints with the need to adequately ascertain the risk of an AI system. 

In the AI Risk Threshold Analysis model, the impacted individual’s inability to opt-out of the use of the AI system 
and the severity of potential harm of the AI system are the two main factors for evaluating AI risk (see Figure 4).9 

 
6 https://mitsloan.mit.edu/ideas-made-to-matter/a-framework-assessing-ai-risk  
7https://www.bertelsmann-stiftung.de/fileadmin/files/BSt/Publikationen/GrauePublikationen/WKIO_2020_final.pdf  
8 NIST AI Risk Management Framework: https://www.nist.gov/itl/ai-risk-management-framework and example 
applications: https://airc.nist.gov/Usecases. 
9 The AI Risk Threshold Analysis model is partly inspired by the risk matrix found in AI Ethics Impact Group’s “From 
Principles to Practice: An interdisciplinary framework to operationalise AI ethics”. https://www.bertelsmann-
stiftung.de/fileadmin/files/BSt/Publikationen/GrauePublikationen/WKIO_2020_final.pdf  

https://mitsloan.mit.edu/ideas-made-to-matter/a-framework-assessing-ai-risk
https://www.bertelsmann-stiftung.de/fileadmin/files/BSt/Publikationen/GrauePublikationen/WKIO_2020_final.pdf
https://www.nist.gov/itl/ai-risk-management-framework
https://airc.nist.gov/Usecases
https://www.bertelsmann-stiftung.de/fileadmin/files/BSt/Publikationen/GrauePublikationen/WKIO_2020_final.pdf
https://www.bertelsmann-stiftung.de/fileadmin/files/BSt/Publikationen/GrauePublikationen/WKIO_2020_final.pdf
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Figure 4: The risk of an AI system can be estimated by identifying the impacted individual’s inability to opt-out of 
the use of the AI system and the severity of potential harm posed by the system. 

The components of potential harm consist of the type of output, the level of oversight, the area of impact, the 
duration of impact, and the reversibility of the impact. In Figure 4, the risk level of each component of potential 
harm decreases from left to right. For example, for type of output, “decisions” are higher risk than “forecasts”; 
for level of oversight, “no oversight” is higher risk than “individual action required”; for area of impact, “impacts 
on civil rights” are higher risk than “recreational impacts”.  

Although the AI Risk Threshold Analysis provides a systematic method for evaluating AI risk, estimating the risk 
of an AI system will vary for each context. For example, the distinction between a short-term and mid-term 
impact can be unclear and context-dependent; should a duration of one month be considered a short-term or a 
mid-term impact? The answer will depend on the unique context in which the AI system is being deployed and 
on the values of the community (see “Step 4: Public Engagement”). Is an AI-powered chatbot that leverages 
ChatGPT to provide residents information about applying to social welfare programs a mid-risk or a high-risk 
system? Again, the answer is highly context-dependent and requires the contextual and subject matter expertise 
of the [CAIO, department-specific authorized individual, or equivalent]. 

It is possible for an AI system to simultaneously possess characteristics typically associated with both mid-risk AI 
systems and characteristics typically associated with high-risk AI systems. Categorizing these complex 
sociotechnical manifestations of risk is not always straightforward and requires the discretion of the practitioner 
conducting the risk analysis. When the risk level of an AI system is unclear, a good rule of thumb is to default to 
the higher risk categorization and conduct a full-fledged AI Review. 

While estimating AI risk is not clearcut and requires the discretion of the [CAIO, department-specific authorized 
individual, or equivalent], it can nevertheless be helpful when triaging risk to reference characteristics typically 
associated with low-, mid-, or high-risk AI systems. The tables below feature characteristics that tend to be 
associated with low-, mid-, and high-risk AI systems, along with examples of each risk archetype commonly 
found in the public sector. The tables below are non-exhaustive and are intended to aid practitioners in thinking 
about AI risk.  
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Low-risk AI Systems 

Description Low-risk: AI system that involves an opt-in approach to a person 
being subject to the system. The system generates predictions 
but does not automate decision-making and involves 
anonymized information used to provide general improvements 
to the [Agency]. Notice is provided upon collection if any 
personal information is involved. The effects or impacts of the 
system are reversible, and typically short-term.  

Characteristics • Data Collection: Notice is provided upon collection if 
any personal information is involved, as well as 
documentation to support the safe storage and 
handling of data.  

• Inferential: AI System provides analysis, insights, or 
predictions but these are for informational purposes 
only and are not tied to automated decision-making. 

• Negligible impact on humans: The AI system is used for 
non-critical tasks with no negative material impact for 
humans.  

• Mundane applications: The AI assists with routine tasks 
like text completion. 

• Accuracy and Validity: Accuracy and validity metrics for 
the AI system are known. 

• Transparency: Access to appropriate levels of 
information based on the stage of the AI system’s 
lifecycle is provided and tailored to the role or 
knowledge of individuals interacting with the AI system. 

• Explainable and interpretable: The meaning of the AI 
system’s output(s) is understood in the context of its 
designed functional purpose. 

Examples of low-risk AI systems  • Software that generates a comprehensive profile of a 
client by aggregating inputted data. 

• A process that matches users to a basic administrative 
outcome such as time slots for appointments or next 
available client services specialist. 

• A system or tool that permits the operations of basic 
computer processes such as opening programs, sending 
electronic communications, autocorrecting, or using a 
calculator. 

• The use of generative AI for general research purposes, 
where the outputs are not included in public 
documents, policies, or decision-making frameworks. 
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Medium-risk AI Systems 

Description Medium-risk: AI system that involves identifiable information to 
provide targeted government services desired by the data 
owner with periodic oversight. Notice is provided at time of 
collection and often requires written consent. The system may 
have a short- to medium-term impact on quality of life factors.   
 

Characteristics • Data Collection: Notice is provided upon collection of 
sensitive personal information, but it is unknown how 
data is stored and handled. 

• Opt-out consent: Users are automatically enrolled 
unless they actively choose to opt out.   

• Accuracy and Validity: Accuracy and validity metrics for 
the AI system are mostly known. 

• Transparency: Access to appropriate levels of 
information based on the stage of the AI Systems 
lifecycle is somewhat provided and tailored to general 
roles of individuals interacting with the AI system. 

• Explainable and interpretable: To a limited extent, the 
output(s) can be related back to inputs and model 
assumptions. 

• Human Oversight: The AI system offers suggestions, 
insights or predictions, but humans retain final decision-
making power. 

• Economic impact: Has minor impact on workforce and 
economic opportunity. 

• Periodic oversight: Human monitoring occurs at 
intervals, not continuously.  

• Moderate impact: The AI system may temporarily 
impact quality of life, but has minimal long-term risks, 
such as economic, legal, or reputational consequences. 

Examples of mid-risk AI systems  • Recruiting software that recommends relevant job 
openings to candidates based on their skills and 
experience, and final hiring decisions remain with 
human recruiters. 

• An AI model that evaluates loan applications based on 
financial data, but human loan officers make the final 
approval or denial decisions. 

• Marketing and advertising software that tailors ads to 
users' interests based on online behavior, while users 
retain control over their data and opt-out options. 

• A tutoring software that tailors learning based on 
student data, however the student or the student’s 
parents can choose the learning pathway and material 
difficulty.  
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High-risk AI Systems 

Description High-risk: AI system that is potentially rights-impacting or 
safety-impacting within areas such as: critical infrastructure, 
biometrics, legal representation, and highly sensitive personal 
information traditionally kept hidden, like Social Security 
Numbers, credit card numbers, etc. The high-risk system may 
automate decision-making, have significant material impact on 
quality of life, and be subject to minimal or no human oversight. 

Characteristics • Compulsory: Users have no opt-out option and are 
automatically subjected to the AI system. 

• Data Collection: No notice or documentation is 
provided regarding collection, storage, and handling of 
personal data. 

• Automated Decisions: The AI directly drives decisions 
with minimal or no human input. 

• Minimal Oversight: Human monitoring is either absent 
or very infrequent. 

• Significant Impact: Decisions made by the AI system can 
profoundly affect quality of life, including: 

o Employment: Job opportunities, hiring or firing 
decisions, salary recommendations. 

o Healthcare: Diagnosis, treatment plans, 
eligibility for care. 

o Criminal Justice: Risk assessment, bail 
determinations, sentencing recommendations. 

o Public Safety: Conflict resolution, suspect 
selection, ticketing and fines, resource 
allocation. 

o Economic: Automated social services benefit 
distribution, audits.  

o Sensitive Data: The AI system likely processes 
highly sensitive personal data with significant 
consequences for misuse. 

o Financial: Automated spending which has the 
potential to violate liquidity and use-of-funds 
requirements, automated loan 
acceptance/denial. 

o Infrastructure: The reduction of internet 
bandwidth or power being inconsistent with the 
needs of the public. 

Examples of high-risk AI systems • Generative AI that creates realistic, yet fabricated, 
videos or audio recordings, posing risks for 
misinformation and reputational harm. 
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• A system that estimates individual risk factors for 
insurance, credit, employment, or healthcare without 
human oversight in decision-making, potentially leading 
to bias and discrimination. 

• An autonomous weapons system that can choose and 
engage targets without human intervention. 

• A biometric and facial recognition software that 
identifies individuals in real-time based on facial 
features, raising privacy and potential bias concerns. 

• A system that recommends criminal sentences based on 
offender data and prior sentencing outcomes from 
historical case data. 

 

Step 3: Assessment 
During the assessment stage, the business-owning department(s) fills out the required Algorithmic Impact 
Assessment Form for the [CAIO, or equivalent] and the vendor completes the AI FactSheet. Higher-risk projects 
require a Data Usage Protocol to guide how the project complies with the [Agency’s] [Digital Privacy Policy, or 
equivalent]. Lower-risk projects do not need to undergo a full-fledged review. 
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Algorithmic Impact Assessment Form 
The Algorithmic Impact Assessment (AIA) Form is completed by staff from the business-owning department 
procuring the system. 10 The AIA Form consists of questions that are intended to capture information including, 
but not limited to: 

• Project objective: 
o Please clearly describe the project use case, the current process, and the desired outcome. 
o Which [Agency and Department] is owning this system? 
o Who in the [Agency and Department] is responsible for this system? 
o Why does your department choose automation as an approach to this problem? What other 

approaches to solving this problem were considered (if any) and what led to choosing 
automation? 

• Vendor details: 
o Will the AI system be designed, developed, deployed, or maintained by vendors or third parties? 
o How can the agency test the AI system before it is put into use? 

• Transparency: 
o How do individuals receive a notice in advance of interacting with the AI system? (For example, 

if a user is interacting with a chatbot, the system lets the user know they are talking to a chat 
bot instead of a human.)  

o How can third-party auditors easily view the AI system’s data to perform evaluations?  
o How could AI system operators or residents know if the system outputs an error? What ability 

will they have to correct or appeal an error? 
• Equity: 

o What individuals and communities will interact with the AI system? For example, is the 
algorithm used on the general population (technology used in many public areas) or a specific 
group (e.g., children in a school program, a single neighborhood)? 

o How likely is it that the AI system impacts children under the age of 18? 
o Does this use case, and the information/decisions generated by the AI system, impact an 

individual’s right or freedoms (e.g., if the AI system helps determine if a suspect can be put on 
bail or must remain in jail)? 

o Does this use case, and the information/decisions generated by the AI system, impact an 
individual’s economic status (e.g., if the AI system helps determine if an individual can apply to 
affordable housing)? 

o Does this use case, and the information/decisions generated by the AI system, impact an 
individual’s health, healthcare, well-being (e.g., if the AI system helps determine an individual’s 
likeliness for colon cancer)? 

o Do decisions from the AI system impact the environment? (e.g., potential impact to carbon 
emissions, high tech waste)? 

o What issues could arise if the AI system is inaccurate? 

  

 
10 See an example of a completed AIA Form from the City of San Jose here: 
https://www.sanjoseca.gov/home/showpublisheddocument/94187/638107653163800000. 

https://www.sanjoseca.gov/home/showpublisheddocument/94187/638107653163800000
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• Human oversight 
o Please describe the level of autonomy of the AI system. 

 System operates automatically with no human intervention 
 System operates automatically with occasional retrospective reviews by humans 
 System operates automatically with opportunity for human to override any individual 

action 
 System produces recommendations but cannot act without human intervention 

o If there is human intervention in the AI system, is it by the vendor, agency department/office, or 
both? 

o Please list the agency roles/divisions that will be “touching” the system, or managing the 
deployment and use of the AI system. 

o How does the department provide training and resources to personnel to help them develop the 
skills they need to effectively operate the AI system? 

o In the event that the AI system does not work or is deemed to be inaccurate, what back-up 
measures are in place to continue providing services? In other words, can the City continue to 
provide the service without the AI system, and how would it do that? 

• Accessibility 
o Have you considered how the AI system integrates and interacts with commonly used assistive 

technologies (e.g., screen readers, voice recognition software, etc.)? 
o Have you considered how users of diverse abilities will interact with the user interface? 
o How will feedback be collected by individuals with disabilities regarding the system? 
o How will feedback from individuals with disabilities be implemented into the system? 
o Where will accessibility features and resources be documented and readily available? 
o Will there be specialized training for individuals with accessibility needs? 

• Liability 
o Who in [Agency] will ultimately be accountable and responsible if the system fails to operate as 

intended? 
o Who in [Agency] has the authority to stop or limit the AI system’s use?  
o If a vendor fails to meet contractual obligations, what are the alternative options that exist to 

ensure there is no loss of service? (Note that this ties in to the Agency’s AI Incident Response 
Plan.) 

  

Doty, Leila
See the Coalition's template for an "AI Incident Response Plan".
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AI FactSheet 
The AI FactSheet is completed by the vendor of the AI system and captures basic facts about the AI system. The 
AI FactSheet enables the [CAIO, or equivalent] to better understand the technical details of the AI system and 
ultimately assess the risks and benefits it presents.  The AI FactSheet is intended to capture information 
including, but not limited to: 

• Training data 
• Testing data 
• Input and outputs 
• Performance metrics 
• Optimal conditions 
• Poor conditions  
• Bias 

The [CAIO, or equivalent] will work with the vendor as needed to obtain necessary technical details about the AI 
system. 

Step 4: Public Engagement 
If the proposed AI system presents a significant potential risk or is of particular public interest, the [CAIO, or 
equivalent] conducts in-person outreach, targeting communities with limited access to online comments (either 
due to language or internet access issues). Community feedback is then incorporated into the [Data Usage 
Protocol or equivalent].  

The [Agency] should prioritize reducing barriers for public participation, particularly for those directly impacted 
by the AI system, especially historically marginalized or disadvantaged communities. 

Public engagement can occur online, in-person, and in the built environment. Below are examples of formats for 
public engagement:  

• Online 
o Interactive website portal: Create a dedicated website where citizens can submit feedback on 

specific AI initiatives, participate in surveys, and engage in discussions. 
o Social media town halls: Host live Q&A sessions on social media platforms like Facebook, 

Instagram, or X where experts discuss AI and answer public questions. 
o Online forums and communities: Create dedicated online forums or communities, possibly on 

sites like LinkedIn or Reddit, focused on AI policy and development. 
• In-person 

o Public workshops and town halls: Organize in-person events where citizens can learn about AI, 
hear from experts, and discuss their concerns and suggestions. In addition, create interactive 
activities like brainstorming sessions to gain feedback. 

o Community outreach programs: Partner with local organizations, libraries, and community 
centers to host AI education and feedback sessions. 

o Citizen advisory boards: Establish a diverse advisory board of citizens to provide ongoing 
feedback on AI development and policy.  

o Focus groups and interviews: Conduct targeted focus groups and interviews with specific 
demographics or stakeholders to gather in-depth feedback on specific AI applications or 
concerns. 

  

Doty, Leila
See the Coalition's template for an "AI FactSheet".
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• Built environment 
o Interactive kiosks and installations: Install interactive kiosks in public spaces like libraries, parks, 

or government buildings where citizens can learn about AI and provide feedback through 
surveys, polls, or open-ended questions. 

o "Living labs" for testing AI applications: Designate specific areas or neighborhoods as "living 
labs" where citizens can experience and provide feedback on prototype AI applications in real-
world settings. 

• Additional considerations 
o Accessibility and inclusivity: Ensure all feedback channels are accessible to people with 

disabilities and diverse backgrounds. Use multiple languages, alternative formats, and assistive 
technologies. 

o Transparency and communication: Clearly communicate the purpose of collecting feedback, 
how it will be used, and how citizens can stay informed about the process. 

o Data privacy and security: Implement data security measures to protect citizen privacy and 
ensure feedback is handled ethically and responsibly. 

Step 5: Review 
After the necessary documentation and public engagement has been completed, the [CAIO and Cybersecurity 
Office, or equivalents] reviews the proposal and provides final approval or rejection of the proposal.  

Depending on the level of risk presented by the proposal, this step may involve gaining approval from [City 
Council, or equivalent]. The review may require input from the [Attorney’s Office, or equivalent] or other 
relevant departments on a case-by-case basis. Based on the review by [CAIO or Council, or equivalents], in some 
instances, the proposal may need to be revised before being approved. 

Step 6: Pre-Launch Preparation 
Following approval, relevant documentation will be published on the [digital privacy, or equivalent] webpage, 
including: 

• Data Usage Protocol: An electronic copy of the Data Usage Protocol is added to the [digital privacy 
webpage, or equivalent].  

• AI Inventory: If the project features an AI system, the approved project proposal is added to a publicly 
viewable online register of the AI systems deployed by the [Agency].8 The [AIA Form and AI FactSheet, or 
equivalents] are also made published online. The [CAIO, or equivalent] regularly updates the AI 
Inventory as new AI systems are adopted and archives old systems as they are phased out of use.  

Prior to implementation, relevant parties (e.g., staff in business-owning department) are given training to 
properly deploy, operate, and maintain the technology. Training is often provided by the vendor or other third 
party. 
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Step 7: Ongoing Monitoring 
The Data Usage Protocol for a given technology proposal requires that the business-owning department of the 
AI system submits an Annual Usage Report. The report is typically 1-2 pages, drafted by the applicable 
department(s) and details:  

1. Project summary  
2. Required performance metrics as defined in the Data Usage Protocol (e.g., accuracy, effectiveness, cost) 
3. Future plans for the technology initiative (e.g., project expansion, shift in usage) 

Examples of past Annual Usage Reports can be found here [insert link]. 

  

https://www.sanjoseca.gov/your-government/departments-offices/information-technology/digital-privacy/data-usage-policies-public-comment
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Protocol for a Request for Proposals 
Prior to issuing a Request for Proposals (RFP) or similar procurement process, departments should review the 
proposed solution to discern if it includes an AI component. Contact the [CAIO, or equivalent] directly at [email 
address], file a procurement request, or reach out to your department's [privacy and AI representative, or 
equivalents] to trigger an AI Review.  

RFPs should incorporate questions that demand transparency around how the AI model works, clarify what 
protocols for human oversight are in place, and confirm that there are mechanisms for user review.  

In consideration of the [Agency’s] public records obligations and transparency commitments, all vendors subject 
to the use of the protocols outlined in this document through the RFP process should be preemptively informed 
of [Agency’s] intended or required disclosure practices around bid documentation. 

Use of the RFP Protocol 
This document should be used in conjunction with the AI FactSheet, AI Review, and Vendor Agreement during 
the public procurement process. This document assumes the following RFP process: 

1) Establish minimum requirements AI vendors must meet to be considered for Agency/Project bid and 
local procurement laws. 

2) Publish AI FactSheet as part of the Agency’s RFP solicitation documentation. Require vendors to provide 
a completed AI FactSheet as part of their formal bid or proposal. 

3) Subject Matter Expert (SME) will ask vendor additional questions provided in this document. 

Below is an illustrative example of assessment questions and a scoring model of how to evaluate answers to 
these questions for an AI system. Recommended point values on a scale of zero to five are also provided for 
each category. Each section of assessment questions includes a “non-technical” question that asks the vendor to 
provide an answer in plain language that can be easily understood by a non-technical audience. 

Any scoring methodology associated with evaluation of RFP bids is determined independently by [Agency] in 
alignment of [Agency’s] stated principles and priorities. Please use this as a guide or rubric for best practices. It is 
the vendor’s responsibility to be responsive to these questions, and it is the SME’s responsibility to ensure that 
the vendor provides meaningful answers to the assessment questions. 

  

Doty, Leila
See the Coalition's template for a "Vendor Agreement".
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Assessment Questions 
1. System Overview 

• Brief summary of the AI system. 
• Purpose of the AI system, the intended use case, and users. 
• Relevant context to the technology and maturity of the vendor. 
• What is the [Agency or Department] policy on data collection, storage, and distribution? 
• Training materials and implementation plan. 
• Non-technical: Can you provide a non-technical overview of how your AI system operates and its key 

functionalities? 

2. Data Training and Model Description 

• How was the AI system trained, and what data was used?  
• How often is data added to the training set? 
• What data was used to test system performance? 
• What conditions has the system been tested under? 
• Provide a general description of the model(s) used. 
• Non-technical: In layman's terms, can you explain how your AI system learns information and what kind 

of data it has been trained on? 

3. System Operations 

• How often are the models updated for users? 
• Will the user have a choice in moving to the updated model or staying on the current model? 
• Where is prompt and output data stored? Is this information used for future model versions? 
• Do operators require specific education or certification to use the system? 
• Non-technical: From a user's perspective, can you clarify where data is stored, as well as the process is 

for receiving updates or choosing to stay with a current model version? 

4. Performance Evaluation 

• How was the accuracy and effectiveness of the system measured? 
• What metrics were used, and why? 
• What is the range of accuracy of the AI system, and how does it vary depending on the data? 
• What is the system optimizing for and under what constraints? 
• Non-technical: In simple terms, how well does your AI system perform, and what aspects do its 

performance metrics prioritize? 

5. Ethical Considerations 

• What biases does the tool exhibit, and how does it handle that bias? 
• Does the vendor report bias or justify why no bias would be present? 
• How does the tool prevent or reduce harm to the end user? 
• Non-technical: How do you ensure that your AI system treats all individuals and groups fairly, without 

any unintended biases? 
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6. System Reliability 

• How does the AI system handle outliers? 
• Do overwritten decisions feed back into the system to help calibrate it in the future? 
• What conditions does the model perform best under? 
• What conditions does the model perform poorly under? 
• What are the limitations of the AI system? 
• What expertise does this AI system require for operation, debugging, modification, and troubleshooting. 
• Non-technical: Can you explain, in non-technical terms, how your AI system deals with unusual cases or 

incorrect predictions? 

7. Interpretability and Explanation 

• How does the AI system explain its predictions? 
• Are the outcomes of the AI system understandable by subject matter experts, users, impacted 

individuals, and others?  
• Non-technical: Can you share examples or scenarios illustrating how the AI system communicates its 

predictions in a way that is easy to understand for non-experts? 

8. Monitoring and Correction 

• How is the AI tool monitored to identify any problems in usage? 
• Can outputs (recommendations, predictions, etc.) be overwritten by a human? 
• Do overwritten outputs help calibrate the system in the future? 
• Non-technical: For end-users, how can they be involved in monitoring and correcting any issues with the 

AI system? 

9. Studies and Transparency 

• Have the vendors or an independent party conducted a study on the bias, accuracy, or disparate impact 
of the system? 

• If yes, can the [Agency] review the study? 
• Include methodology and results. 
• Is the data used to train the system representative of the communities it covers? 
• Non-technical: Can you provide examples of studies conducted to ensure fairness and accuracy, and 

how transparent are these studies? 

10. User Interaction and Feedback 

• How can the [Agency] and its partners flag issues related to bias, discrimination, or poor performance of 
the AI system? 

• How is the AI tool made accessible to people with disabilities? 
• Has it been assessed against any usability standards, and if so, what was the result? 
• What other human factors, if any, were considered for usability and accessibility of the system? 
• Non-technical: How can users easily provide feedback on any issues they encounter with the AI system, 

and what measures have been taken to ensure accessibility for all users? 
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Scoring Model 
1. System Overview 

• 5 (Excellent): A comprehensive, non-technical overview that effectively communicates the AI system's 
purpose and functionality. 

• 4 (Good): A clear and concise summary, providing a basic understanding of the AI system. 
• 3 (Average): A brief overview but lacks clarity in conveying the system's purpose. 
• 2 (Below Average): Limited information that does not effectively convey the system's purpose. 
• 1 (Poor): No overview or insufficient information to understand the context. 

2. Data Training and Model Description 

• 5 (Excellent): Detailed information on training data, model architecture, and transparency on model 
usage. 

• 4 (Good): Clear explanation of the training process and model description. 
• 3 (Average): Basic information on training data and model without much detail. 
• 2 (Below Average): Limited information on training data and model description. 
• 1 (Poor): No information or inadequate details regarding training data and model.  

3. System Operations 

• 5 (Excellent): Regular model updates with clear communication and user-friendly options. 
• 4 (Good): Frequent updates with communication on changes, providing user choice. 
• 3 (Average): Regular updates but lacking clear communication or user choice. 
• 2 (Below Average): Infrequent updates with unclear communication and no user choice. 
• 1 (Poor): No updates or communication about the system's status. 

4. Performance Evaluation 

• 5 (Excellent): Comprehensive metrics, clear justifications, and superior performance compared to other 
vendors. 

• 4 (Good): Well-explained metrics with justified performance in line with industry standards. 
• 3 (Average): Basic metrics explanation with average performance. 
• 2 (Below Average): Limited metric explanation with subpar performance. 
• 1 (Poor): No metric explanation or poor performance without justification. 

5. Ethical Considerations 

• 5 (Excellent): Thorough identification and handling of biases with transparent reporting. 
• 4 (Good): Clear recognition and handling of biases with transparency. 
• 3 (Average): Basic acknowledgment of biases without much transparency. 
• 2 (Below Average): Limited recognition or handling of biases. 
• 1 (Poor): No acknowledgment or handling of biases. 
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6. System Reliability 

• 5 (Excellent): Robust handling of outliers, effective calibration, and adaptability to corrections. 
• 4 (Good): Efficient handling of outliers and adaptability to corrections. 
• 3 (Average): Adequate handling of outliers with some adaptability to corrections. 
• 2 (Below Average): Limited handling of outliers and minimal adaptability to corrections. 
• 1 (Poor): No handling of outliers or adaptability to corrections. 

7. Interpretability and Explanation 

• 5 (Excellent): Clear and understandable explanations that cater to both experts and general users. 
• 4 (Good): Comprehensible explanations for predictions. 
• 3 (Average): Basic explanations that may lack clarity. 
• 2 (Below Average): Limited explanations that are often unclear. 
• 1 (Poor): No explanations provided or entirely incomprehensible. 

8. Monitoring and Correction 

• 5 (Excellent): Robust monitoring, efficient correction mechanisms, and clear user involvement. 
• 4 (Good): Efficient monitoring and correction mechanisms with user involvement. 
• 3 (Average): Adequate monitoring with basic correction mechanisms and user involvement. 
• 2 (Below Average): Limited monitoring and correction mechanisms with minimal user involvement. 
• 1 (Poor): No monitoring or correction mechanisms, and no user involvement.  

9. Studies and Transparency 

• 5 (Excellent): Independent studies, transparent methodologies, and representative training data. 
• 4 (Good): Third-party studies with transparent methodologies. 
• 3 (Average): Some transparency in studies and methodologies. 
• 2 (Below Average): Limited transparency in studies and methodologies. 
• 1 (Poor): No studies or transparency in methodologies. 

10. User Interaction and Feedback 

• 5 (Excellent): User-friendly feedback mechanisms, high accessibility, and positive usability assessment. 
• 4 (Good): Effective feedback mechanisms with good accessibility. 
• 3 (Average): Adequate feedback mechanisms and accessibility features. 
• 2 (Below Average): Limited feedback mechanisms and basic accessibility. 
• 1 (Poor): No feedback mechanisms or accessibility features. 
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Use-case specific questions 
Practitioners may want to include additional questions based on the specific use case for the AI system. Below 
are a few examples of use-case specific questions. The lists below should be used as a starting point for ideating 
questions that would be helpful to ask a vendor.  

Practitioners should review the Use Case Template to build out the AI use case. The Use Case Template is a 
helpful tool for framing AI use cases in the public sector. Practitioners should resist the urge to tie a use case to a 
solution, and instead be solution-agnostic.  

Use Case: Translation-Based AI Systems 
• Please provide a list of all languages your solution supports for live speech translation, beyond the 

mandatory languages specified in Attachment A. Additionally, describe how often you introduce new 
languages to your platform and outline the process for these additions.   

• Does your solution offer text-to-speech functionality or other methods to accommodate American Sign 
Language speakers in both in-person and virtual meetings? If so, please describe the features and 
functionalities that enable this accommodation, including any limitations or requirements for optimal 
performance.   

• How do you measure the performance of your solution in terms of translation, speech-to-text, and text-
to-speech for English, Spanish, Tagalog, Mandarin, and Vietnamese? Please specify the metrics used 
(e.g., BLEU score, human ratings, etc.) and the conditions under which these measurements were taken. 
Based on these metrics, what is the performance of your solution for the specified languages?   

• Please provide/describe any third-party evaluations or benchmarks that have been conducted on your 
solution’s translation capabilities. Include details on the evaluation process, criteria, results, and any 
subsequent improvements made to the solution based on these evaluations.   

• What is your solution’s average time delay between speech input and translation output?  
• How does the solution handle rapid speech or overlapping conversations?   
•  How can the solution adapt to idiomatic expressions, cultural references, or local slang?   

Use Case: ADA Compliance and Accessibility Considerations 
• How well does your solution adapt to blurring, obstruction, poor lighting or any conditions that may lead 

to misclassification? 
• Does your product offer built-in accessibility features for users with visual, auditory, motor, or cognitive 

disabilities? Please describe these features in detail. 
• Has your product been tested for compatibility with common assistive technologies like screen readers, 

voice recognition software, and alternative input devices? 
• Has your product undergone accessibility testing with users who have disabilities? If so, please share the 

testing methodology and key findings. 
• How can users with disabilities provide feedback about the product's accessibility? Are there dedicated 

channels or support options for such concerns? 

 

Appendix 

[Insert Agency-specific documents (e.g., GenAI Guidelines)]  

  

Doty, Leila
See the Coalition's "Use Case Template".

Doty, Leila
Agency should update the Appendix section to include relevant policy or process-related documents. For example, an agency may wish to attach their 'Guidelines for GenAI Tools' or an informational handout on AI and machine learning as an appendix.
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AI Incident Response Plan 
Introduction  

The AI Incident Response Plan (IRP) serves as the first line of defense for the [Agency] in case of an AI incident. 
This IRP has been created based on the NIST AI Risk Management Framework and the Special Publication 800-61 
Computer Security Incident Handling Guide.  
 
Incident response occurs in sequential phases, each one building upon the next. The following phases provide a 
foundation for an Incident Response (IR) Team to respond to and recover from an AI incident:  

1. Preparation 
2. Detection & Analysis 
3. Containment 
4. Eradication & Recovery 
5. Post-incident Activity 

Purpose  

The purpose of this document is to prepare for and gain a fundamental understanding of the processes, 
responsibilities, and actions required to mitigate an AI incident. It is critical to identify and resolve incidents 
quickly before they escalate into a major incident with the potential to cause harm or damage to people, data, 
or the [Agency].  

Scope  

This IRP applies to all AI systems implemented by [Agency] staff, contractors, and any entity operating on behalf 
of the [Agency]. The AI IRP addresses continuity and recovery procedures to appropriately mitigate AI incidents.  
 
Approach  

The key points in development of the AI IRP include:  

• Evaluate: Evaluate risk levels and determine the appropriate response for an AI incident, which may 
include obtaining senior management support.  

• Plan: Keep the plan simple. A well-organized, systematic, and up-to-date AI IRP that is readily available 
will help teams get through most situations.  

• Communicate: Communicate regularly on the incident status. Provide the relevant facts as they are 
available, disseminate them quickly, follow up regularly, keep relevant parties informed and resolve 
incorrect information.  

• Review: Review the AI IRP at least bi-annually to ensure the documented procedures are still 
appropriate and that the team is equipped to respond accordingly. Ensure an after-action plan is 
developed and communicated, with assigned improvement opportunities.  

• Test: The AI IRP should be tested with tabletop exercises at least annually.  
• Be flexible: The AI IRP should exhibit flexibility to meet a wide variety of situations, including modular 

team membership and access to the appropriate resources. External partners such as law enforcement 
should be involved as needed.  
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Definitions 

The definitions in this section are based on the Responsible AI Collaborative’s AI Incident Database. 11 

AI Incident: An AI incident is an alleged harm or near harm event to people, property, reputation, 
technical integrity of the environment where an AI system is implicated, or the Agency. Examples of AI 
incidents include an AI system providing false information, engaging in copyright infringement, 
generating harmful bias, being misuses, exposing confidential or sensitive information, and posing a 
liability risk.  

Harm: Allegations of an AI incident must be assessed by the AI IR Team, erring on the side of finding 
harm when there is a plausible argument that harm has occurred. In certain cases, this requires 
consultation with attorneys and executives. Types of harm include, but are not limited to: 

• Harm to physical health/safety 
• Psychological harm 
• Financial harm 
• Harm to physical property 
• Harm to intangible property (e.g., IP theft, reputation damages) 
• Harm to social or political systems (e.g., election interference, loss of trust in authorities) 
• Harm to civil liberties (e.g., unjustified imprisonment or other punishment, censorship) 

Harms do not have to be severe to meet this definition; an incident resulting in a minor, easily remedied 
expense or inconvenience would still be considered a harm for our purposes. 

Near harm: A near harm AI incident occurs when an AI system plays an important role in a chain of 
events that easily could have caused harm, but some external factor kept the harm from occurring. This 
external factor should be independent of the AI system and should not have been put in place 
specifically to prevent the harm in question. 

Roles & Responsibilities  
 
AI Incident Response Team  
An AI Incident Response Team is established prior to any incidents and provides a quick, effective, and orderly 
response to AI incidents. The AI IR Team’s mission is to address, handle, and resolve allegations of any harm 
caused by an AI incident.  
 
The AI IR Team is authorized to take appropriate steps deemed necessary to contain, mitigate, or resolve an AI 
incident. The Team should have a charter, assigned roles and responsibilities, and a vetted incident response 
checklist. The Team is responsible for investigating any malfunctioning components of [Agency] AI systems in a 
timely, cost-effective manner and reporting findings to management and the appropriate authorities as 
necessary. The AI IR Team Lead shall coordinate these investigations.  
 
 
 

 
11 https://incidentdatabase.ai/ 

https://incidentdatabase.ai/
Jacquez, Matthew
Agencies may create new jobs to handle AI responsibilities independently. However, agencies may also leverage existing staff members, such as those working in IT or Cybersecurity, to fill the AI IR Team. 

Doty, Leila
The AI IR Team Lead refers to the staff member in the agency who is responsible for handling AI incidents. This might be the Chief AI Officer, Chief Information Security Officer, Chief Privacy Officer, or a different role depending on your organization. 
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Contact Information 
The AI IR Team shall include the following members: 

• AI IR Team Lead: [Email, if applicable] 
• [Senior AI Analyst, Senior Privacy Analyst, or equivalent]: [Email, if applicable] 
• [AI Analyst, Privacy Analyst, or equivalent]: [Email, if applicable] 

Other Teams as Needed  
Other teams and departments shall contact, respond to, and support the AI IR Team Lead with any information 
relating to a suspected AI incident.  

Activation Criteria  

The AI IR Team Lead will determine whether the reported incident is serious enough to warrant an AI incident 
response. The following events responsible for causing alleged harm or near harm require reporting to the AI IR 
Team Lead and may trigger an AI incident response: 

• Declining accuracy rates; includes false positives, false negatives, true positives, and true negatives; 
• Findings or suspicions of algorithmic bias;  
• Failed or broken human oversight protections;  
• Failure of an AI system to provide its expected outcome (i.e., system has stopped working);  
• Suspected or demonstrated harm to human livelihood; or 
• Discovery of [Agency] confidential data used to train any public AI model, especially in large language 

models or other generative AI services. 

Some of these events may be connected to a broader incident that also involves cybersecurity, legal, or privacy 
teams. When unclear, contact both the AI IR Team Lead, the [Chief Information Security Officer (CISO], or 
equivalent], and the [Attorney’s Office, or equivalent].  

Response Level  

Once an incident has been identified, the next step is to determine the level of response required based on its 
assessed risk and potential for harm. The [Agency] should establish and implement a vetted risk matrix to assist 
with alleged AI harm. Determining the level of response is critical, as it dictates the involvement of different 
layers of the organization, including elected officials and internal communications teams as appropriate, as well 
as other external entities such as insurers, law enforcement, news media, and others. Each response level 
includes the following:  

• Scope: An overview defining what each corresponding risk level entails.   
• Management Team: The departments, individuals, and stakeholders responsible for managing the 

resolution of the incident.  
• Initial Bridge Convened: The initial communication channel(s) used to connect involved parties.  
• Triggers for Escalation to the Next Level: The activation requirements to raise the risk level of an 

incident.  

For all levels of risk, [Agency] staff, contractors, any entity operating on behalf of the [Agency], residents, and 
external organizations may report potential AI incidents via email. The AI IR Team may use [Zoom, Microsoft 
Teams, and email, or appropriate tools] to resolve reports.   

Jacquez, Matthew
Agencies may substitute this communication channel with any other appropriate medium.
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Level 1: Low Risk  
The scope of a low-risk AI incident is relatively small, usually involving minor systems errors with limited harm or 
near-harm to people. Examples include reporting an AI system that has a high accuracy rate but has started to 
output incorrect recommendations sporadically or an AI system that no longer provides a clear value to the 
[Agency]. A low-risk incident does not impact any areas of human livelihood (e.g., civil rights, healthcare, 
employment, recreation, etc.).   

• Incident Management Team: [AI IR Team, AI system owner (if applicable), or equivalents] 
• Notification to: [Chief Information Officer (CIO), CISO, Department AI representative (if applicable), or 

equivalents]  
• Initial Bridge Convened: These are routine or easily solvable incidents that do not require a bridge.  
• Triggers for Escalation to the Next Level: If the impacted system impacts human livelihood, becomes 

increasingly inaccurate or indicates a need for sunsetting.  
 
Level 2: Medium Risk  
A medium-risk AI incident typically involves moderate levels of harm or near harm, such as those caused by 
periodic gaps in human oversight or frequent system errors. Examples include an AI system that is consistently 
inaccurate some of the time or sporadically does not allow a human to override its output. A medium-risk 
incident usually impacts non-critical areas of livelihood (e.g., recreation).  

• Incident Management Team: [AI IR Team, CIO, or equivalents]  
• Notification to: [CISO, department AI representative (if applicable), department dead (if applicable) or 

equivalents]    
• Initial Bridge Convened: The AI IR Team Lead sends a meeting invite to all parties involved.  
• Triggers for Escalation to the Next Level: If the impacted system fails to work or impacts critical areas of 

human livelihood.   
 
Level 3: High Risk  
A high-risk AI incident typically involves high levels of harm or near harm, such as those caused by failures in 
human oversight or major system errors. Examples include privacy violations, algorithmic bias and 
recommendations that cause harm. A high-risk incident usually includes clear evidence of suspected or 
demonstrated harm to critical areas of human livelihood like an individual’s civil rights, healthcare, or 
employment.  

• Incident Management Team: [Executive Office, CIO, CISO, AI IR Team, OER, HR, Public Relations, 
Department Head, Elected Officials, CAO, CBO, or equivalents] 

• Initial Bridge Convened: The AI IR Team Lead, or equivalent sends a meeting invite to all parties 
involved.  

 

  

Jacquez, Matthew
This may refer to a City Manager's Office or similar department depending on the agency. 
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External Communications 

Organizations may have a need to communicate with external parties throughout the course of an AI incident.  
External parties may include media, constituents, external subject matter experts, technology vendors, other 
incident response teams, and law enforcement.   
 
Key activities to establishing an effective external communication plan include: 

• Plan incident communications procedures with the [Agency’s] public affairs, legal, and executive teams 
prior to an incident occurring and understand the role of each external party.  

• Consult with legal and public affairs before initiating external communications to comply with any 
established contractual agreements or communication protocols.  

• Consider communication cadence throughout the AI incident lifecycle, rather than waiting until the 
incident is resolved.  

• Establish the organization's communications preference: ad-hoc (e.g. human generated email), semi-
automated or automated. 

• Exercise caution when sharing information externally. The AI IR Team will use its discretion to publicly 
release information in accordance with existing [Agency] policy.  

• Determine the relevant technical information to share externally. General characteristics of the incident 
may be safe to publicly release, whereas information about exploited vulnerabilities may pose 
considerable privacy and cybersecurity risks to the [Agency].  

Phased Approach  

The AI IRP follows a phased approach in accordance with the incident response cycle from the NIST Special 
Publication 800-61 Computer Security Incident Handling Guide. Each phase is discussed in more detail in the 
following sections.  

1. Preparation 
2. Detection & Analysis 
3. Containment 
4. Eradication & Recovery 
5. Post-incident Activity 

 
 
 

 

 

 

 

Figure 1: Incident Response Life Cycle12 

 
12 https://nvlpubs.nist.gov/nistpubs/specialpublications/nist.sp.800-61r2.pdf  

https://nvlpubs.nist.gov/nistpubs/specialpublications/nist.sp.800-61r2.pdf
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1. Preparation  

The preparation phase takes place before an incident occurs. Putting more effort into preparation can help 
reduce the duration and difficulty of recovering from an incident. Planning to respond to incidents involves all 
stakeholders with responsibilities to maintain the information system.  
 
AI IR team members should avoid spending valuable time locating and assembling needed tools or supplies 
when an incident occurs by having them ready at all times. Supplies to assist the team in the event of an incident 
are sometimes referred to as a “jump bag”, and should include (at a minimum):  

• An empty notebook and writing instruments (in the event that technological systems are compromised, 
thorough documentation should be taken throughout an incident).  

• Contact information sheet. 
• At least one computing device (e.g. laptop) for any technical support needed to address an incident. This 

laptop should be scrubbed and all software reinstalled before it is used for another incident.  
• At least one other computing device (e.g. laptop) for writing reports, reading email, and performing 

other duties unrelated to the hands-on incident analysis. 

Having contact information available and current is essential. It should also be in hard copy form in case 
electronic systems are affected during the incident. Contact information should include:  

• All members of IR team  
• All contacts listed in notification  
• Personnel that might assist in handling an incident  

 
In the event that critical systems relying on the implementation of AI become compromised, management team 
members are responsible for ensuring there is an alternative solution or backup system while the incident is 
being resolved.   

Key activities during preparation include:  

• Ensure incident response efforts are unified and coordinated.  
• Implement, document, and audit maintenance procedures for each AI system regularly to reduce the 

likelihood, severity, and duration of AI incidents.  
• Assess risk and disaster resilience to reduce the duration of AI incidents.  
• Follow the [Agency’s] disaster recovery plan should an AI incident require it. 
• Identify the potential harms of AI systems; incorporate this into the preparation processes.  
• Establish a Critical Infrastructure Protection Plan and Business Continuity Plan to ensure critical 

infrastructure remains operational and business operations are sustained during incident response 
activities.  

• Train responders to handle potential incidents should they arise. Assemble required tools and ensure 
responders know how to use them.  

• Conduct tabletop exercises at least annually to keep the AI IR Team and IR Plan optimized. Exercises 
involving simulated incidents can be beneficial in preparing the IR Team for incident handling as well as 
refining AI IR Plan.  

• Prepare and approve communications (internal, website, elected officials, and media). 

Jacquez, Matthew
Agencies may add or revise this list depending on existing incident response supply requirements.

Jacquez, Matthew
Agencies should use their own discretion to determine their AI IR training plans
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Enhancing general user awareness across the [Agency] is likely to reduce the occurrence of AI incidents.  User 
awareness may be enhanced by the following activities: 

• Create an AI awareness training program. The AI IR Team may incorporate it into the [Agency’s] existing 
Cybersecurity and Privacy awareness training programs.  These trainings should occur at least annually. 

• Ensure all users are aware of all AI and IT policies, including where current policy documents may be 
found. 

• Share information about past AI incidents with end-users so that future occurrences may be prevented. 

2. Detection & Analysis  

Awareness that an AI incident has occurred can originate from different sources such as vendors, [Agency] staff, 
or even residents. An AI incident shall be defined by satisfying at least one of the conditions outlined in the 
previous section, “Activation Criteria”.  
 
The primary outcome of the identification phase is to determine whether an event constitutes an AI incident, 
activate the IR plan, and begin first level notification.  
 
When the AI IR Team Lead determines that an adverse risk exists, the AI IR Team Lead shall declare that an 
incident has occurred and assemble the AI IR Team to implement the IR Plan. To save all key records and begin 
detailed documentation, all relevant stakeholders should be involved as early as possible. This should include 
the [Agency’s] legal team to guide the investigation and determine the legal privilege and liability involved.  

Key activities during this phase include:  

• Identify, assess, and prioritize risks.  
• Ensure the capacity for timely communications in support of situational awareness and operations 

during an AI incident.  
• Provide all decision makers with decision-relevant information regarding the nature and extent of the AI 

incident, any cascading effects, and the status of the response.  

As soon as the AI IR Team suspects that an incident has occurred, it is important to immediately start gathering 
all the relevant data. The repository for all AI incident data is called [Artificial Intelligence Incident Report System 
(AIIRS), or equivalent] and it is located in the [Agency’s internal platform, or equivalent] with access privilege 
only to the AI IR Team. Each incident is carefully documented on [AIIRS, or equivalent] and all related artifacts 
are kept for future reference.  
 
 
  

Jacquez, Matthew
Agencies should store AI Incident Data where it makes sense within their organization. This could include creating a new database or utilizing an existing one.
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3. Containment  

After an AI incident has been identified, it is imperative to limit damage from the incident and isolate the 
affected components of the AI systems to prevent further damage. Depending on the type of incident, the 
overall strategy for containment may vary. Factors that help determine the containment strategy include:  

• Potential damage to [Agency] services  
• Need for evidence preservation  
• Service availability  
• Time and resources needed to implement the strategy  
• Effectiveness of the strategy (e.g., partially contains the incident, fully contains the incident)  
• Duration of the solution (e.g., emergency workaround to be removed in four hours, temporary 

workaround to be removed in two weeks, permanent solution)  

Evidence handling must be considered when resolving an incident. This will help in legal proceedings. In such 
cases, it is important to clearly document how all evidence has been preserved. In addition, evidence must be 
accounted at all times; whenever evidence is transferred from person to person, chain of custody 
documentation should detail the transaction and include each party’s signature. A detailed log should be kept 
for all evidence including, but not limited to, the following:  

• Identifying information (location, serial number, model number, hostname, media access control (MAC) 
address, and IP address of a computer)  

• Name, title, phone number of each individual who collected or handled the evidence during the 
investigation  

• Time and date of each occurrence of evidence handling  
• Locations where evidence was stored  
• [Any additional requirements of the Agency] 

 
4. Eradication & Recovery 

Identify the AI incident's root cause through a detailed forensic analysis and pause the usage of affected 
systems. Once the threat has been contained and the initial cause has been determined, second level 
notification can take place.  

Key activities during eradication include:  

• Prioritize the stabilization of critical infrastructure functions.  
• Document everything, including the identified root cause of the incident.  
• Implement any necessary safeguards to prevent the same kind of AI incident from occurring again.  

Key activities to restore affected systems according to the configurations outlined in the [AI FactSheet, or 
equivalent] include: 

• Verify affected systems meet their original objective.  
• Test, validate, and approve affected systems before bringing them back into production in accordance 

with the [Agency’s] change management policies.  
• Allow affected systems back into use and ensure no problem remains.  

 

Doty, Leila
The AI FactSheet template can be found in the Coalition's package of deliverables.
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5. Post-incident Activity 

Document the incident and analyze how it happened so staff can learn from it and improve future response 
efforts. Once documentation is complete, communicate the lessons learned to relevant stakeholders involved 
with the incident. 

Items to review include:  

• Consider whether an additional policy could have prevented the incident.  
• Consider whether a procedure or policy was not followed, and then consider what could be changed to 

ensure that the procedure or policy is followed in the future.  
• Was the incident response appropriate? How could it be improved?  
• Was every appropriate party informed in a timely manner?  
• Were the incident-response procedures detailed and did they cover the entire situation? How can they 

be improved?  
• Have changes been made to prevent a new and similar incident?  
• Should any policies or procedures be updated?  
• What lessons have been learned from this experience?  
• Create a follow-up action plan with due dates and assignments. 
• What additional tools or resources are needed to detect, analyze, and mitigate future incidents? 
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AI FactSheet for Third Party Systems 
Please provide details regarding your Artificial Intelligence (AI) product by filling out the FactSheet 13 template 
below. This information will be kept in the GovAI Coalition vendor registry, and may be made publicly available. 
You can find an example of a completed FactSheet on page 4.  

AI FactSheet 
 

Vendor Name  

System Name  

Overview Brief summary of the AI system. 

Purpose What function does the AI system perform, and for what purpose? If the 
system performs multiple functions, list each discretely and reference below. 
For features that are configurable, please describe all configuration options 
and default settings. 

Intended Domain What domain is the AI system intended to be applied in? 

Training Data How was the AI system trained? What data was used? How often is data 
added to the training set? Was all training data legally obtained and its use 
fully licensed? 

Test Data What data was used to test system performance? Under what conditions has 
the system been tested?  

Model Information General description of the model(s) used (e.g., large language model, 
transformer, deep learning, supervised learning, built on an existing open 
source model, computer vision)  

Update procedure In general, how often are the models updated for users? Will the user have a 
choice in moving to the updated model or staying on the current model? 
What documentation is available for new versions of the model? 

Inputs and Outputs What are the inputs to the AI system? What are its outputs? What interfaces 
and integrations are supported?  

 
13 The FactSheet template is heavily inspired by the IBM Research AI FactSheets 360 project.  

https://aifs360.mybluemix.net/
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Performance Metrics What are the performance metrics? What is your current level of 
performance on these metrics? How can the user monitor performance in the 
deployment environment? 

Bias What biases does the tool exhibit and how does it handle that bias? This can 
include but is not limited to biases on human factors such as gender, race, 
socioeconomic status, disability, culture, age, or other protected classes, or 
biases on general factors such as a sampling bias, survivorship bias, detection 
bias, or observer bias.   

Robustness How does the AI system handle outliers? Do overwritten decisions feed back 
into the system to help calibrate it in the future? 

Optimal Conditions What conditions does the model perform best under? Are there minimum 
requirements for the quantity of records/observations? 

Poor Conditions What conditions does the model perform poorly under? What are the 
limitations of the AI system? What kinds of errors can it make (e.g., 
hallucinations) and what conditions make those errors more likely? 

Explanation How does the AI system explain its predictions? Are the outcomes of the AI 
system understandable by subject matter experts, users, impacted 
individuals, and others? 

Jurisdiction-specific 
Considerations 

Please describe any considerations relevant to local, state, industry, or other 
specific jurisdictional regulations.  
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Algorithmic Impact Assessment Questionnaire  
How is the AI tool monitored to identify 
any problems in usage? Can outputs 
(recommendations, predictions, etc.) be 
overwritten by a human, and do 
overwritten outputs help calibrate the 
system in the future? 

Problems in usage can include false negatives, false 
positives, bias, hallucinations, and human-reported 
quality issues (such as poor translations or poorly 
generated images). 

How is bias managed effectively? 

 

This can include ways to monitor bias, or abilities to 
toggle parameters to change observed bias in the 
model. 

Have the vendors or an independent party 
conducted a study on the bias, accuracy, 
or disparate impact of the system? If yes, 
can the Agency review the study? Include 
methodology and results. 

This can include bias impact reports, algorithmic impact 
reports, or others. 14 

How can the Agency and its partners flag 
issues related to bias, discrimination, or 
poor performance of the AI system? 

This can include ways to report inaccurate or concerning 
decisions/classifications made by the AI system, or ways 
to retroactively review past system actions. 

How has the Human-Computer Interaction 
aspect of the AI tool been made 
accessible, such as to people with 
disabilities?  

Has it been assessed against any usability standards, and 
if so what was the result? 

Please share any relevant information, 
links, or resources regarding your 
organization’s responsible AI strategy. 

URL to any broad AI policy or strategy. 

 

 

 

 

 

 

 

 
14 See “Algorithmic bias detection and mitigation: Best practices and policies to reduce consumer harms” for an 
example bias impact report template: https://www.brookings.edu/articles/algorithmic-bias-detection-and-
mitigation-best-practices-and-policies-to-reduce-consumer-harms/.  

https://www.brookings.edu/articles/algorithmic-bias-detection-and-mitigation-best-practices-and-policies-to-reduce-consumer-harms/
https://www.brookings.edu/articles/algorithmic-bias-detection-and-mitigation-best-practices-and-policies-to-reduce-consumer-harms/
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Example FactSheet15  
This is an example of the AI FactSheet above completed by a fictitious company. This is only here for reference 
and does not need to be included in the completed form. 

Vendor Name XYZ Technologies, Inc.  

System Name Audio Classifier 

Overview This document is a FactSheet accompanying the Audio Classifier model on 
IBM Developer Model Asset eXchange. 

Purpose This model classifies an input audio clip. 

Intended Domain This model is intended for use in the audio processing and classification 
domain. 

Training Data The model is trained on the AudioSet dataset by Google. New data is added 
to the training set daily. The AudioSet database was legally obtained and its 
use is fully licensed.  

Test Data The test set is also part of the AudioSet data. There was a 70:20:10% split of 
the data into train:val:test. The ratio of samples/class was maintained as 
much as possible in all the splits. The system has been tested in X,Y,Z 
conditions.  

Model Information The audio classifier is a two-stage model: 

• The first model (MAX-Audio-Embedding-Generator) converts each 
second of input raw audio into vectors or embeddings of size 128 
where each element of the vector is a float between 0 and 1. 

• Once the vectors are generated, there is a second deep neural 
network that performs classification. 

Update procedure In general, the model is updated annually. If the user does not wish to move 
to the updated model, the user cannot continue to use the system. 
Documentation for all new versions of the model can be found on the 
website at this link.  

Inputs and Outputs Input: a 10 second clip of audio in signed 16-bit PCM wavfile format. 

Output: a JSON with the top 5 predicted classes and probabilities.  

 
15 The example FactSheet is taken from IBM Research AI Factsheet 360’s Audio Classifier sample. 

https://developer.ibm.com/exchanges/models/all/max-audio-classifier/
https://developer.ibm.com/exchanges/models/all/max-audio-classifier/
https://aifs360.mybluemix.net/examples/max_audio_classifier
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Performance Metrics 
 

Metric Value 
Mean Average Precision 0.357 
Area Under the Curve 0.968 
d-prime 2.621 

The user can regularly monitor these metrics [here]. 

Bias The majority of audio samples in the training data set represent voice and 
music content. Potential bias caused by this over-representation has not been 
evaluated. Careful attention should be paid if this model is to be incorporated 
in an application where bias in voice type or music genre is potentially 
sensitive or harmful. 

Robustness This audio classifier is not robust to the L-infinity and L2 norms for the 
HopSkipJump attack. 

 L2 L-Infinity 
5th Percentile 887.0 (200.9) 5.5 (4.9) 
10th Percentile 1496.6 (720.6) 7.53 (5.73) 
15th Percentile 3723.1 (4707.2) 52.8 (41.8) 
25th Percentile 7187.9 (---) 187.6 (198.1) 
50th Percentile 11538.6 (---) 502.8 (---) 

 

The susceptibility of the model to the two attacks. The parenthetical values in 
the table above represent the fitted curve evaluated at 11 iterations. (When 
we are unable to fit a curve, or the result is negative, we denote by ---.) 

Overwritten decisions are fed back into the system to help calibrate it in the 
future.  

Optimal Conditions • When the input audio contains only one or two distinct audio classes. 
• When the audio quality is high with lesser noise. 

Poor Conditions The system can misclassify audio: 

• When the audio contains more than two distinct classes, and 
• When the audio quality is low with more noise. 

Explanation While the model architecture is well documented, the model is still a deep 
neural network, which largely remains a black box when it comes to 
explainability of results and predictions. 

Jurisdiction-specific 
Considerations 

N/A 

 

https://en.wikipedia.org/wiki/Evaluation_measures_(information_retrieval)#Mean_average_precision
https://en.wikipedia.org/wiki/Receiver_operating_characteristic#Area_under_the_curve
https://en.wikipedia.org/wiki/Sensitivity_index
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Algorithmic Impact Assessment Questionnaire  
 How is the AI tool monitored to identify any 
problems in usage? Can outputs 
(recommendations, predictions, etc.) be 
overwritten by a human, and do overwritten 
outputs help calibrate the system in the future? 

 

The system can be monitored in usage, and audio 
classification decisions can be retroactively 
overwritten by a human. The overwritten 
decisions can help calibrate the system in the 
future if desired. 

How is bias managed effectively? Users have access to performance metrics that 
can be used to understand if the bias in voice-
type or music style is harmful. 

Have the vendors or an independent party 
conducted a study on the bias, accuracy, or 
disparate impact of the system?  If yes, can the 
Agency review the study? Include methodology 
and results. 

Yes. Results from the third-party study can be 
provided upon request. 

How can the Agency and its partners flag issues 
related to bias, discrimination or poor 
performance of the AI system? 

The system provides a web portal to each 
customer to show the results of the system and 
its impact on transit performance in the form of 
reports and graphs. 

 How has the Human-Computer Interaction 
aspect of the AI tool been made accessible, such 
as to people with disabilities? 

 

The system is embedded into a graphics user 
interface that is compliant with modern screen 
readers, and provides the option for auto-
generated dictation of text on the screen. 

Please share any relevant information, links, or 
resources regarding your organization’s 
responsible AI strategy. 

Information about our responsible AI strategy can 
be found on our website at this link.  
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Vendor Agreement Addendum [X]:  

Requirements for AI Systems 

This Addendum defines special requirements agreed to by [Agency] and Contractor regarding the AI system 
and/or subsystem provided as part of the Contract. 

This Addendum governs over any contrary license terms and [Agency] will not agree to any terms that conflict 
with the Addendum. Failure of the Contractor to comply with the terms of this Addendum shall constitute a 
material breach of the Contract.  

Contractor agrees to indemnify, defend, and hold harmless [Agency] regarding any third-party action rising out 
of or related to (1) any breach of any representation or warranty of Company contained in this Addendum; (2) 
any breach or violation of any covenant or other obligation or duty of Contractor under this Addendum or under 
applicable law; (3) any third party Claims which arise out of, relate to or result from any act or omission of the 
Contractor related to the provision of an AI system; and (4) any violations or alleged violations of intellectual 
property rights; in each case whether or not caused in whole or in part by the negligence of [Agency], or any 
other Indemnified Party, and whether or not the relevant Claim has merit.  

1. Definition of AI System 

The [Agency] defines “artificial intelligence” or “AI” to be a machine-based system that can, for a given set of 
human-defined objectives, make predictions, recommendations, or decisions influencing real or virtual 
environments. 16 AI systems use machine- and human-based inputs to perceive real and virtual environments; 
abstract such perceptions into models through analysis in an automated manner; and use model inference to 
formulate options for information or action. 

The [Agency] defines an “AI system” to be any data system, software, hardware, application, tool, or utility that 
operates in whole or in part using AI. 17 

2.  Guiding Principles 

The Contractor shall demonstrate that the AI system and its usage, deployment, and maintenance as it pertains 
to the services outlined in this agreement do not conflict with the [Agency]'s AI Policy and Principles therein. 

  

 
16 Definition from 15 U.S.C. 9401(3) 
17 Definition from United States Executive Order No. 14110 on Safe, Secure, and Trustworthy Development and Use of 
Artificial Intelligence 

https://uscode.house.gov/view.xhtml?req=(title:15%20section:9401%20edition:prelim)
https://www.whitehouse.gov/briefing-room/presidential-actions/2023/10/30/executive-order-on-the-safe-secure-and-trustworthy-development-and-use-of-artificial-intelligence/
https://www.whitehouse.gov/briefing-room/presidential-actions/2023/10/30/executive-order-on-the-safe-secure-and-trustworthy-development-and-use-of-artificial-intelligence/
Doty, Leila
This document is intended to be used as a legal rider or addendum to a larger contract/purchasing agreement that involves an AI system.

Doty, Leila
Agency should employ a naming convention that aligns with their existing policies and legal documentation. 

Doty, Leila
Agency may have other indemnity language elsewhere in their contract and may wish to edit or remove this indemnity-related language.
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3. Risk Mitigation 

The Contractor represents that the AI system is suitable for its intended use by the [Agency] and has been 
developed and will perform in a manner that is in compliance with all applicable laws and regulations. 

The Contractor shall work with the [Agency] to evaluate and minimize risks posed by the AI system. 

AI Incident Response 
In the event of an AI incident, at the request of the [Agency], the Contractor shall thoroughly investigate their 
systems of any suspected AI incident and promptly report findings to the Agency. An “AI incident” is an alleged 
harm or near harm event to people, property, reputation, technical integrity of the environment where an AI 
system is implicated. Examples of AI incidents include providing false information, copyright infringement, 
generating harmful bias, system misuse, exposure of sensitive information, and liability risk. 

Remediation  
At the [Agency’s] request, the Contractor will immediately discontinue the use of any AI system involved in 
providing services to the [Agency]. If the [Agency], in its sole discretion, determines that the AI system is in 
violation of one or more of the requirements enumerated in Section 4: Requirements for Contractors when 
Operating AI System(s), or that the Contractor does not promptly resolve an AI incident, or that the system does 
not adequately supports the [Agency’s] commitment to the [Agency]'s AI Policy and Principles, then the 
[Agency] will provide the Contractor with notice that they have 30 calendar days to promptly assess and resolve 
the issue. Potential methods to address such issues include, without limitation, changing the behavior of the AI 
system or subsystem; supplementing the system or subsystem to achieve the necessary outcomes; replacing the 
system with a non-AI system that meets the [Agency’s] needs; or limiting the function of the AI system or 
subsystem. After 30 calendar days, the Contractor must provide evidence that the AI system is adequately fixed 
and ready for re-deployment, or that the AI system is not suitable for use. 

4. Requirements for Contractors when Operating AI System(s) 

To the extent permissible by law, the Contractor shall adhere to the following requirements while using any AI 
systems in the course of doing business with or for the [Agency]: 

1. Review: Contractor attests that the previously completed AI FactSheet accurately represents the AI 
system (See Exhibit A: AI FactSheet). Contractor commits to update the AI FactSheet on an annual basis 
and within 30 calendar days of any substantive change to the AI system. Any substantive changes made 
to the AI FactSheet may be cause for termination by the [Agency], if it is determined at the [Agency's] 
sole discretion that the revised information renders the AI system unserviceable to the [Agency].  

2. Performance: Provide the [Agency] or entity working on behalf of the [Agency] with the means to 
monitor the performance, including the accuracy, of the AI system it uses and report this accuracy to the 
[Agency]. This may include, but is not limited to, the false positive rate, the false negative rate, the true 
positive rate, the average percentage error, the mean-squared error, and human judgement scores.  

3. Algorithmic bias: Contractor will provide the [Agency] with evidence that demonstrates that bias 
present in the AI system is effectively managed for the context in which it will be deployed. Contractor 
shall provide information describing in detail how bias is assessed. 

4. Human oversight: Provide the [Agency] the means for a human to evaluate and override outputs of the 
AI system. The human evaluator must be able to override the outputs of the AI system and take 

Doty, Leila
If Agency does not have existing contractual language around authorized forms of data usage, the following clause may be included in the Addendum: “Unless otherwise stated in the agreement, data provided by the [Agency] to the Contractor on matters governed by this agreement will only be used as explicitly requested or approved by the [Agency].”

Doty, Leila
For more information on AI Incident Response, see the Coalition's template for an "AI Incident Response Plan".

Doty, Leila
Agencies with limited capacity to enforce this provision may opt to remove the requirement to update the AI FactSheet within 30 days when a substantive change is made and instead only require that the AI FactSheet is updated on an annual basis. 
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precedence over all outputs. 
5. Explainability: Provide the [Agency] with an explanation of how the AI system generates outputs, 

including what factors influence the system’s decisions, rule-based logic, training data sources, and 
probability-based decisions. The [Agency] holds the right to communicate its general usage of the AI 
system and explain its decision-making processes to the public. 

6. Notice: If required by the [Agency], provide written notice of the usage of the AI system to data subjects 
and/or end-users, preferably at the point of service. 

7. Process: Contractor shall comply with existing local, state, and federal law for data access and decision 
appeals related to the use or operation of the system.  

8. Ongoing Monitoring: Contractor shall regularly monitor the performance of the AI system to detect and 
rectify system behavior that violates any of the requirements in this section. Contractor shall promptly 
communicate the discovery of system behavior that violates any of the requirements in this section to 
the [Agency], including the potential impact to services. 

9. Training: Ensure that appropriate training is available to [Agency] staff who may operate the AI system, 
which may include how to: 

1. Protect sensitive or personal information; 
2. Mitigate harmful algorithmic bias; 
3. Promote optimal performance; 
4. Report system errors; and 
5. Maintain service delivery if the AI system fails, to the extent possible.  

10. Auditing: The [Agency] retains the right to observe or audit any relevant work processes, services, or 
documents in the course of doing business with the [Agency] to confirm that the Contractor (and any 
relevant sub-contractors) is complying with this Policy. Contractor shall provide access to information, 
documentation, and personnel required to complete this audit at no additional cost to the [Agency]. 
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Aggregate Generative AI Standards 
Attribution 

This document closely models the structure and language of the GovAI Coalition AI Guidelines (May 
9, 2024), modified where appropriate to conform to the [Agency’s] circumstances, and used with 
permission from the City of San Jose. 
 

Overview 

Artificial intelligence (AI) is a powerful tool that can be used to improve services and operations. 
However, it is important to use AI responsibly and ethically. This document provides standards for 
how [Agency’s] staff and service providers should use AI. 
 

Mission 

Leverage AI to enable [Agency’s] community and staff to accomplish tasks with greater efficiency and 
effectiveness, while abiding by core principles. 
 

Definition and Concepts around AI 

According to Gartner.com, “artificial intelligence (AI) applies advanced analysis and logic-based 
techniques, including machine learning, to interpret events, support and automate decisions, and 
take actions. In the supply chain, AI can be deployed to improve supply chain functional and cross-
functional performance. It augments human decision-making ability or automates routine and non-
routine tasks. 

Generative AI can learn from existing artifacts to generate new, realistic artifacts (at scale) that reflect 
the characteristics of the training data but don’t repeat it. It can produce a variety of novel content, 
such as images, video, music, speech, text, software code and product designs. 

Generative AI uses multiple techniques that continue to evolve. Foremost are AI foundation models, 
which are trained on a broad set of unlabeled data that can be used for different tasks, with additional 
fine-tuning. 

Complex math and enormous computing power are required to create these trained models, but they 
are, in essence, prediction algorithms. 

Today, generative AI most commonly creates content in response to natural language requests — it 
doesn’t require knowledge of or entering code.” 
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Gartner also provides several specific definitions for different types of AI, including: 

1. Machine learning: A type of AI that allows machines to learn without being explicitly programmed. 
Machine learning algorithms are trained on data, and they can then use that data to make 
predictions or decisions. 

2. Natural language processing: A type of AI that allows machines to understand and process human 
language. Natural language processing is used in a variety of applications, including chatbots, speech 
recognition, and machine translation. 

3. Computer vision: A type of AI that allows machines to see and understand the world around them. 
Computer vision is used in a variety of applications, including self-driving cars, facial recognition, and 
medical image analysis. 

Here are some of the benefits of using AI: 

1. Improved efficiency: AI can automate tasks that are currently performed by humans, freeing up 
those employees to focus on more strategic work. 

2. Better decision-making: AI can provide businesses with access to more data and insights, which 
can help them make better decisions. 

3. Personalized experiences: AI can be used to personalize products and services to better meet the 
needs of individual customers. 

Generative AI is a comprehensive field encompassing a wide array of AI systems dedicated to producing 
fresh and innovative content, spanning text, images, music, and code. In contrast, LLMs (ChatGPT) 
constitute a specific category of generative AI models with a specialized focus on text-based data. This 
document uses Generative AI in a flexible way to encompass a wide range of uses, including LLMs.  
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Executive Summary 

1. All City Usage of Generative AI is Subject to the [California] Public Information Act. Anything you 
submit to a generative AI solution becomes public record. 

2. Use sensitivity and risk assessment to classify City data following the City’s Data Classification 
Policy. 

3. Never use restricted or non-public information. Use AI services only with public data. 
4. The human user is responsible for any material created with AI support. 
5. Review, revise, and fact-check via multiple sources against any output from Generative AI. 
6. Cite and record your usage of Generative AI. 
7. Create an account just for City use, using your City email address. 

 
Independent Usage Standards and Requirements 

This section outlines requirements for staff and other who may be using tools like ChatGPT, Bard, Grammarly, 
and all other generative AI offerings. 
 

1.1 Acceptable Use, Information Security and Data Classification Policy 

Use of AI is governed by the 

• City’s policies and guidelines regarding the acceptable use of City information , 
• Data Classification Policy, 
• Security and Privacy Controls Policy, 
• And the standards in this document. 

When using AI services, follow these standards: 

1. Data Classification: Use sensitivity and risk assessment to classify City data following the City’s Data 
Classification Policy. Use AI services only with public data. 

2. Vendor Suitability: Ensure the service provider meets the City’s business, security and privacy 
requirements. 

3. Data Protection: Keep City data safe from unauthorized access, sharing, modification, or loss. 

4. Incident Response and Reporting: If a City data security issue occurs or is suspected, report the 
problem immediately according to the City’s Cybersecurity Incident Response Plan by emailing 
[cybersecurity]@[Agency’s] [California] .gov or calling [925-555-0000]. 

1.2 Record All Use of Generative AI 

Record your use of Generative AI through [IT Support Form]. This establishes centralized records for future 
reference. 

 

https://cityofaustin.sharepoint.com/sites/CTM/TEAMSITES/RM/SiteAssets/Forms/AllItems.aspx?id=%2Fsites%2FCTM%2FTEAMSITES%2FRM%2FSiteAssets%2FSitePages%2FHome%2FData%20Classification%20Policy%2Epdf&parent=%2Fsites%2FCTM%2FTEAMSITES%2FRM%2FSiteAssets%2FSitePages%2FHome
mailto:cybersecurity@ausintexas.gov
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1.3 Baseline Requirements 

Staff and others performing City work must follow these standards while using Generative AI: 

1. The information you enter into ChatGPT, Bard, Grammarly and other external Generative AI 
systems can be viewed by people in their companies and is considered released to the public for 
purposes of a Public Information Request (PIR), thus waiving any applicable exemption. 

 
2. No restricted or non-public information should be used; no repurposing of non-public 

information is permitted (information should only be used for the purpose it was originally 
collected). 

 
3. Review, revise, and fact-check via multiple sources any output from Generative AI. The human user 

is responsible for any material created with AI support. If you are unable to verify the information 
from multiple reliable sources, consider the information unreliable and do not use it. 

a. When reviewing material, please ensure that no personal or protected information is 
included in the final product. Please reference the City’s Privacy Program Plan, Records and 
Information Management Manual and the City’s IT Department for guidance. 

b. Generative AI may unintentionally use copywritten content in its output. The human 
user is liable for any copywritten or patented materials. 

c. Generative AI may pull data from an open-source library without attribution. Unintentional 
use of open- source code may result in your information being publicly available as it may be 
covered by an open- source license. 

 
4. Cite and record your usage of Generative AI. See how and when to cite in the Citing Generative 

AI section. Record your use Generative AI through the City’s IT protocols. 
 

5. Create an account just for City use. See Getting Started with Generative AI for City Use. 
 

  



 

103 | P a g e  
 

Getting Started with Generative AI for City Use 

1.4 All City Usage of Generative AI is Subject to the [California] Public 
Information Act 

AI prompts and user input are automatically logged in the user’s account. Therefore, any prompts relating to 
City work are public records and must comply with the City’s retention policies. In addition, staff will need to 
comply with the [California] Public Information Act and other applicable public records laws for all City usage of 
Generative AI. This means any prompts, outputs, or other information used in relation to a Generative AI tool 
may be released publicly. Do not use any prompts that may include non-public information and restricted 
information not meant for public release. See the prohibited use section for examples of prompts that should 
NOT be used. See the ‘Drafting messages to staff and trusted partners’ section for examples of how to craft 
your prompts correctly. 

1.5 Create an Account Specific for City Usage 

Information provided to a Generative AI solution is subject to public information requests. Credentials for all 
City-related Generative AI usage must include a City email address. Accounts shall use a staff member’s 
unique City email address or an email address tied to a City Department. For example, the City Manager’s 
office might create a ChatGPT, Bard, Grammarly or other AI account using the [CM Office]@[Agency’s] 
[California] .gov email address for use among all CM staff. 

Regardless of whether a Department or staff member’s unique email address is used to create an account, 
staff must use a unique password for each AI service and must not use the same password used to log into 
any City accounts/applications/devices. This ensures that hackers cannot log into your [Agency’s] account 
using external AI credentials. 

Such accounts should not be used for any personal purposes. 

If staff use personal devices or accounts to conduct City work, the records generated are still public records 
and are subject to search and disclosure, even if they are stored locally on the device or in a cloud account 
associated with the device/account. 
  

mailto:innovation@austintexas.gov
mailto:innovation@austintexas.gov
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Requirements while using Generative AI 

1.6 Citing Generative AI 
1.6.1 When to Cite 

Users must cite the use of Generative AI when any portion of content in the final version comes from 
Generative AI. 

AI is not a credible source for facts, therefore any statements used as fact must cite a credible source other 
than the AI. Credible sources include official City documents and peer-reviewed journals. Consult your 
supervisor for a list of credible sources. 

All images and videos must cite any AI used in their creation, even if the images are substantially edited after 
generation. 

1.6.2 How to Cite 

Generative AI can be cited as a footnote, endnote, header, or footer. Citations for text-generated content must 
include the following: 

• Name of Generative AI system used (e.g., ChatGPT-4, Google Bard, Grammarly) 
• Confirmation that the information was fact-checked. 

For example: “This document was drafted with support from ChatGPT v3.5. The content was edited and fact- 
checked by City staff. Sources for facts and figures are provided as they appear.” 
 

1.7 Record The Use of Generative AI 

The City needs to understand how staff is using Generative AI tools in their work. When you use Generative AI 
to support your work, report that usage [IT Support Form]. You only need to inform IT once. You need not 
await a response after recording the use of Generative AI, unless required by your department or manager. 
This allows the City to track usage in aggregate, rather than individual uses. Current tracking technology 
makes the individual usage tracking inefficient, perhaps in the future AI will automate this process and 
individual usage track will be implemented.   
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2 Summary Risk Matrix for Generative AI Usage 
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3 Engaging in High-Risk Use Cases with Language 
Models 

Keep in mind the tone and specific language in the AI output. Generative AI is trained on a global 
context and may not generate the vocabulary or tone consistent with the City and its values. Simple 
examples include replacing “citizen” with “resident” in documents, and capitalizing “City” when 
referring to the [Agency’s name]. These documents, like any others, require thorough review before 
moving from draft to final product. 

Cite verifiable sources for all facts and figures (official city documents, past memos, newspapers, 
research papers, etc.). ChatGPT and other Generative AI are not definitive sources. Facts should be 
accompanied by links or citations to sources that the public can find, such as official documents on the 
City’s website, news articles or research papers. ChatGPT and other AI can fabricate sources if 
prompted, so do not rely on them for identifying citations. Find sources directly and confirm they are 
legitimate before using them. 

Anything that would not be released or shared with the public should not be input to AI 
applications/tools. This includes information that should not be public yet, such as drafts, solicitation 
requirements, vendor transactions, procurement approvals, or internal City decisions. 
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4 Understanding Generative AI Risk 

4.1 Understanding “Risk of Information Breach” 

General rule: Only data categorized as public is allowed to be used with generative AI solutions at the 
City. 

If the information exchanged with a Generative AI system would be harmful to a person or community 
if made public, it is a high or intolerable risk. Services like ChatGPT have been compromised in the past 
and leaked personal information. Until private applications with higher security are deployed internally 
to the City, all information exchanged with Generative AI has a reasonable risk of being compromised, 
therefore personal or non-public information may not be used. 

Mid-risk information includes non-identifying and non-confidential information. For example, a simple 
email response or instructive documents often contain only general information that would not present 
any risk if made public. 

High-risk information includes personally identifiable information (e.g., full name, birth date, email 
address) and non-public business information that may have larger implications to City processes. No 
high-risk information shall be provided to a Generative AI system. 

Prohibited-risk information includes highly sensitive and identifying information. This includes data such 
as credit card numbers, bank account information, social security numbers, health, and other 
information that requires rigorous security measures and compliance standards before being processed. 
No prohibited-risk information shall be provided to a Generative AI system. 

4.2 Understanding “Risk of Adverse Impact” 

General rule: If you are using the output from Generative AI in relation to City processes that can alter 
individual or community rights, freedoms, or access to services, it is at least high-risk and should be 
thoroughly reviewed before any document is finalized or action is taken. Additionally, any action that 
could reasonably lead to the City engaging in legal infringements on intellectual property are 
prohibited. Finally, it is critical to understand that Generative AI does not have reasoning behind the 
content it produces and cannot justify a decision. 

Mid-risk impact includes tasks associated with drafting internal messages, internal documentation, and 
idea generation. These tasks may be sped up with the support of Generative AI but require many more 
steps before reaching a public impact. 

High-risk impact includes tasks associated with official City documents or messaging. It includes uses 
that require substantial editing and review before usage. These tasks require thorough review at the 
time of generation before using in any work context. Special care should be taken when an output may 
impact individuals differently across factors such as race, age, gender identity and disability (e.g., a 
memo about tree canopy inequity in neighborhoods). 

Prohibited-risk impact includes tasks that may undermine trust in the City through false statements or 
news; deny people due process such as in resource allocation, job evaluations, and purchasing decisions; 
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or expose the City to substantial security or legal risks. 

 

5 Examples of Generative AI Use Cases by Risk Level 

5.1 Examples of Mid-risk Use Cases 
5.1.1 Drafting messages to staff and trusted partners 

Generative AI tools can help staff draft emails or other messages to staff and trusted partners. 
ChatGPT is a tool commonly used for this purpose. You can prompt ChatGPT to provide formal 
sounding language from general framing of the message. You can also prompt ChatGPT to draft email 
content in different tones by requesting a different tone. 

Additional guidance 

1. You may be inclined to use ChatGPT to help with email replies. Do not copy your current 
email thread into ChatGPT. The email was intended for select recipients and should be 
treated as confidential. 

2. Be mindful about the purpose of the email, and if it is appropriate to use Generative AI for 
drafting it. Emails containing sensitive information or subjects should be drafted by a 
human, rather than AI generated. Using AI to draft communications on sensitive subjects 
may give the appearance of a lack of proper concern for the sensitive subject matter. 

Example: 

1. Prompt ChatGPT with the following: I am the lead product manager for housing technology 
initiatives. We interview users to gather product requirements, prioritize features, and work 
with software 
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developers on implementation. Draft me an email asking the software developers how long the 
housing database will take to implement, and what risks to implementation they see. 

2. Carefully read through the email, perform final fact-check and other edits to the draft email. 
3. Cite at the end of your message “Some of this content was drafted using ChatGPT. All 

facts, figures, and statements were reviewed by the sender to be accurate.” 
4. Manually add in personal information or internal confidential details before sending. 
5. If someone replies to your email asking what you would like to see in the database, you can 

return to ChatGPT and prompt: I want the database to be easily understood by our field staff, 
draft this request to the developers. Read the draft, fact-check, and manually add information 
as needed. Cite ChatGPT at the end of the message as done previously. 

5.1.2 Framing written content not intended for official release 

Generative AI can be useful for creating an outline or structure for your written content. This can 
include an outline for a cover letter, long-form writing, project documentation, or speaker notes for a 
presentation. When the written content is not intended for official public release, it presents less risk 
than official City publications (like memos or policies). ChatGPT is the most common tool for this use 
case. You can write a few key points you would like to detail, any themes you want present, the kind of 
voice you would like, and how long you would like the content. Putting information into a Generative 
AI system may count as a public release, thereby waiving any [California] Public Information Act 
exemption. 
Additional guidance 

Unless you have a Generative AI trained to your context - a feature not currently available - the tool 
will provide generic language that does not apply to the City. For example, ChatGPT may use the word 
“citizens” rather than “residents” when referring to the people we serve because it is not used to the 
[Agency’s] ’s specific circumstances. As always, make sure to review, revise, and fact-check any output 
from Generative AI. 

Example prompt steps: 

1. Prompt ChatGPT with the following: I am writing an instruction manual for how City staff 
should add content to the City’s website. Draft an outline that can be posted on our intranet. It 
should have a section about how to create lists, add hyperlinks, and show pictures using a 
content management system. Draft in a formal tone but make the text clear and 
approachable. 

2. Review, revise, and fact-check. Manually enter any confidential or private information into 
the draft or final version. 

3. Cite your use of ChatGPT in the drafting process. See how to cite Generative AI in 
the Citing Generative AI section under Guidance while using Generative AI. 
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5.1.3 Learning from a document 

You may copy a public document into a Generative AI tool and ask the AI questions about the document. 
ChatGPT is the most common tool for this use case. 
Additional guidance 

The document or information you paste into the Generative tool AI should already be public information.  

Example prompt steps: 

1. Prompt ChatGPT: Summarize the following document. Let me know if there is any mention of 
[California] cities or [Agency’s]. 

2. Copy the text from a public document and paste it into ChatGPT. 
3. Here is where more information on Prompt Engineering can be slated 

5.1.4 Programming or coding 

OpenAI Codex (“Codex”) is a general-purpose programming model, meaning that it can be applied to 
essentially any programming task. Proficient in more than a dozen programming languages, (including 
JavaScript, Go, Perl, PHP, Ruby, Swift and TypeScript, and even Shell) Codex can interpret simple 
commands in natural language and execute them on the user’s behalf—making it possible to build a 
natural language interface to existing applications. 

Codex can be used to generate code for a variety of purposes, including: 

• Writing new code from scratch 
• Enhancing existing code 
• Documenting code 
• Generating test cases 
• Translating code from one language to another 

You can also use Codex to enhance existing code. For example, you could use Codex to add comments 
to your code, or to refactor your code to make it more efficient. Another use case for Codex is to 
translate code from one language to another. This can be useful if you need to port your code to a 
different programming language. 

Additional guidance 

When using Codex to generate code, it is important to keep the following in mind: 

• Codex is not a replacement for human engineers. It is a tool that can help you to generate 
code more quickly and easily, but it is critical you review the code that Codex generates and 
make sure that it is correct. 

• Codex is not perfect. It may sometimes generate code that is incorrect or inefficient. It is 
important to test the code that Codex generates before you use it in production. 

• Codex is not always able to understand the context of the code that it is generating. This can 
lead to problems if you are trying to generate code that is specific to your application. 
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Example prompt steps: 

1. Prompt Codex with a natural language request such as: Write a JavaScript function that 
takes two numbers as input and returns their sum. 

2. Prompt Codex to translate the function into another language: Translate the function into 
Python. 

3. Paste an existing function into Codex and instruct Codex: Explain the purpose of this function. 
4. Instruct Codex: Add inline comments to the function. 

5.1.5 Brief list of other Mid-risk use cases 

1. Helping you come up with a name for your team. For example, prompt: Give me ten names for 
a team focused on AI and Privacy that uses the acronym ‘SAFE’. Be sure the name is not 
already used by another team in the City. 

2. Learning about a new topic in a way that you can understand. For example, Explain 
quantum mechanics to me like I’m five years old.  

3. Helping you find the right word for a concept. For example, what is the word for the 
second-to-last episode in a series. Once the AI provides the word, search the word on 
Google (or elsewhere) to confirm it means what you think it means. 

* Verify anything you learn from ChatGPT before applying the knowledge in a City 
context. 

5.2 Examples of High-risk Use Cases 

5.2.1 Drafting memos and or other public-facing City documents and content 

Generative AI tools can help staff draft memos and other public-facing documents more efficiently. 
Because the content is meant for public release, it is treated as high-risk and should be reviewed and 
edited multiple times before release. ChatGPT is the tool most used for this purpose. 
Additional guidance 

The City expects that staff produce their own research that informs memos, such as information 
related to policy changes and program changes. Memos, press releases, and other publications also 
have their own City- specific formats and standards to follow. Consult your supervisor to make sure 
your memo follows City and departmental standards. 

Example prompt steps: 

1. Provide context around the memo but only provide public details: We are building an 
encampment management work order system at the City to better coordinate services and have 
just completed the detailed design. We will be presenting to the City council on the latest 
update. 

2. Prompt ChatGPT: Draft a memorandum with the following sections and key points: Introduction: 
(add bullet points), Human-Centered Design work (add bullet points), Requirements (add bullet 
points), Next-steps (add bullet points). 

3. After initial memo draft, prompt ChatGPT: Draft a conclusion summarizing all the prior sections. 
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4. Manually add in any non-public information to the draft memo produced by ChatGPT. 
5. Carefully read through memo, perform fact-checking and other edits to memo to 

maintain a tone consistent with City documents. 
6. Cite verifiable sources (past memos, newspapers, research papers, etc.) for all facts and 

figures in the memo. 
7. Cite that you used ChatGPT in the drafting of the memo. See how and when to cite 

Generative AI in the Citing Generative AI section under Guidance while using Generative 
AI. 

5.2.2 Writing Solicitations/Vendor relations 

Generative AI tools can help staff draft solicitations more efficiently. Because the content is meant for 
public release, it is a high-risk use case. ChatGPT is the tool most used for this purpose. 
Additional guidance 

Solicitations and other publications have their own City-specific formats and standards to follow. 
Consult your supervisor and purchasing business partner to make sure your document follows City 
standards. Take special care not to provide ChatGPT information that is not meant to be public yet. For 
example, if the specific requirements of the solicitation are not meant to be public yet, do not input 
them into your prompts. 

Example prompt steps: 

1. Provide context around the procurement document without providing non-public details: 
We are procuring an encampment management work order system at the City to better 
coordinate services. 

2. After ChatGPT responds, prompt to draft the procurement document: Draft a solicitation 
with the following sections and key points. Introduction (add bullet points), Scope of Work (add 
bullet points), Requirements (add bullet points), Cost Breakdown (add bullet points). 

3. Manually add in any non-public information to draft document produced by ChatGPT. 
4. Carefully read through the document, perform fact-check and other edits. 
5. Cite that you used ChatGPT in the drafting process. See how and when to cite Generative 

AI in the Citing Generative AI section under Guidance while using Generative AI. 
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5.2.3 Writing advertisements, social media posts 

Generative AI tools can help staff draft promotional material. Because the content is meant for public 
release, it a high-risk use case. ChatGPT is the tool most used for this purpose. City staff should work 
with their department Public Information Officer as appropriate for advertisements, promotional 
materials, social media posts, et cetera. 

Additional guidance 

Refer to AI principles and guidance for high-risk use cases. Example prompt steps: 

1. Provide ChatGPT with details around the needed post and audience, for example: Draft a cute 
tweet of less than 240 characters that reminds families that tomorrow is Bike to Work Day. 

2. Review output, edit to make personal to [Agency’s] and relevant department or office, and 
post. 

 
5.2.4 Writing job postings or job descriptions 

If you provide a Generative AI with a list of qualities you want and a role title, it can help you draft a 
formal- sounding job description. Because the content is meant for public release, and job requirements 
can have a substantial impact on who applies, it is a high-risk use case. 

Additional guidance 

The City expects staff to follow existing standards on the format and content of job postings based on 
classifications. Consult your Human Resources (HR) advisor or your Department’s HR representative for 
information on job classifications and postings. 

Additionally, be mindful of the language used in the requirements, responsibilities, and tone used in the 
job posting. 

• Check if the job description seems to use language stereotypically associated with a 
specific race or gender. 

• Use gender-neutral language: Avoid using gender specific pronouns (he, she) and job titles 
(fireman, firewoman). Instead, opt for inclusive terms such as “they” and “fire officer.” 

• Remove gender-coded words: Avoid using adjectives that may be associated with a 
specific gender, such as “aggressive” or “nurturing.” 

• Use neutral descriptors, like “results-driven” or 

“collaborative.” Example prompt steps: 

1. Provide ChatGPT with the previous public posting for an Analyst I position and prompt 
ChatGPT: Draft a similar job description, but with a focus on using information to inform park 
capital projects. 

2. Manually add in any non-public information to draft document produced by ChatGPT. 
3. Carefully read through the document and edit for a more neutral tone, perform factcheck 

and other edits. 
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5.2.5 Creating images or video 

Some Generative AI tools such as Stable Diffusion and Dall-E can create images or video clips based on 
text prompts. The City needs to maintain its legitimacy as a trustworthy source when using video and 
images, which requires substantial precautions whenever using AI-generated visual content. 

Additional guidance 

1. Use only for illustrative purposes. For historical events, use real images rather than 
generated. For example, if you want a picture of a giraffe wearing a suit and tie for your 
presentation, generate it. If you are proposing a new visual diagram or abstract concept, 
you can also generate it. If you want a picture of the Mayor at City Hall, find an actual 
picture. 

2. Citations are required on images and videos at all times. Images and videos can easily be 
taken out of their original context and misinterpreted as reality. To prevent a news article or 
other secondary source from treating an image as fact, all images and frames of a video must 
specify that they were generated using an AI system with the watermarking of the image 
stating that it was created with AI. The watermarked citation shall be included in the image 
itself and cannot be removed without editing or cropping the image. 

Example Use Case: 

1. Prompt: Drawing of falcon and its chicks on top of a skyscraper. 
2. Choose your image. 
3. Embed the citation into the image: “Image generated by DALLE-2.” 
4. Include your prompt in the alt text describing the image and indicating it was generated by AI. 

 
5.2.6 Creating presentation slides 

If you provide Generative AI with some public information, it can create a presentation for you. Currently 
this feature is very new but may soon be integrated into existing applications like PowerPoint. 
Presentations are automatically high-risk because they go beyond text into images, which can present 
false information if the audience believes the image is real. 

Suggested use 

Provide a public document, or an outline with public information. 

Additional guidance 

Similar guidance to other public-facing documents, with requiring watermarked citation on all AI 
Generated images clearly within the image. 

Example prompt steps: 

1. Provide the AI with an article or outline from publicly available information. For example, 
an article about the evolution of cats. 

2. Generate the presentation. 

https://stablediffusionweb.com/
https://openai.com/dall-e-2
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3. Fact check all content, review for tone and language. 
4. Cite Generative AI images with watermark. 

 
5.3 Examples of Prohibited Use Cases 

5.3.1 Evaluations and Decisions 

Why it is prohibited: AI-based evaluations expose the City to public protest across many key City 
functions, such as; hiring and purchasing. For example, evaluating job applicants using AI may lead to 
biased application reviews. This evaluation issue extends to other areas such as proposals or an existing 
employee. 

Additionally, Generative AI shall not be used to determine highly sensitive decisions such as an 
individual’s health plan, performance reviews, or admissions to a program. 

What you can do with Generative AI: AI can help flag key words and identify phrases within a document 
(see the mid-risk use case). However, the actual evaluation must be made by a person. 

5.3.2 Language Translation 

Why it is prohibited: Large Language Models like ChatGPT are not yet demonstrably better for 
translation than something like Google Translate. Google Translate is also an AI system, but is built 
for specifically translating text, compared to modern Generative AI systems like ChatGPT, which 
attempt to be a more general AI system for more problems. 

Future Generative AI systems may be substantially better than existing translation AI systems, but they 
will require an evaluation of their performance before the City should use them over something like 
Google Translate. Translations from generative systems should be confirmed by a fluent speaker of 
both languages whenever possible. 

Send all official documents or correspondence that require translation to your department’s Public 
Information Officer or route it to the appropriate department tasked with handling Language 
translation. 

5.3.3 Creating voice or other audio 

Why it is prohibited: Replicating a person’s voice with AI in any City document or recording would 
undermine the trust of staff and the residents. Potential legal concerns also exist regarding replicating 
a person’s voice. Do not generate audio through AI. 
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6 Additional Guidance around Generative AI 

6.1 Detecting Generative AI 

Software developers are building tools, like GPTZero, GPT Radar, and Originality.AI, designed to detect 
if a body of writing was created by a generative AI tool. These tools are in early stages of development 
and their detection accuracy rate may not always be accurate and should be used with caution. 

Despite the limited accuracy of these tools, they allow residents to check if City documents were 
generated by AI regardless of whether staff cites its usage or not. To build trust with residents, staff 
should proactively communicate usage of AI. Residents finding out on their own can cause reputation 
harm to the City. 

 

7 Generative AI & Copyright 
Generative AI may produce content that uses the protected intellectual property of others without 
their permission, which would subject the City to legal liability. A human must review all content 
generated to ensure that it does not violate copyright laws. 

 

8 Change History 
 

Revision 
Date 

Responsible Personnel Description of Changes 

2024 Oct   
2024 Oct   

   
2024 Oct   

2024 Sept   
2024 Aug   

 
9 Contacts 

For questions or assistance, please contact [IT support] team through [IT Support Form or 
email]. 
 

  

https://gptzero.me/
https://gptradar.com/
https://originality.ai/
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Prompt Engineering 
 
Since ChatGPT launched, use of Large Language Models (LLMS) has exploded around the world. Utilizing 
LLMs can be frustrating for new users who are expecting output results that differ from what they are 
receiving. Enter Prompt Engineering. 
 
LLMs are great at providing receipts for dinner but if the receipts require produce that is not in the 
refrigerator, then how useful are they? Prompt engineering is like asking LLMs to create receipts based 
on the specific food in your refrigerator. By providing specific information the LLM can use to formulate 
a response, the output is more relevant. By the way, the Soy Glazed Chicken with Roasted Vegetables 
ChatGPT gave our family last night was delicious! 

What is Prompt Engineering? 

LLMs work by receiving natural language text describing a task the model should perform. Prompt 
engineering is the process of structuring text that can be interpreted and understood by LLMs and 
enables the model to respond with relevant information or actions. That's the essence of prompt 
engineering. It's about crafting the right questions or instructions to guide AI models, especially Large 
Language Models (LLMs), to produce desired outcomes. 
 
A well crafted prompt can steer an AI model towards a specific output. Prompt engineering is a process 
of defining and refining prompts – questions or instructions – to elicit specific responses from AI models. 
AI models are trained on vast datasets (LLMs have millions, if not billions, of parameters ) and the right 
prompt can be the difference between a model understanding your request or misinterpreting it. For 
instance, if you've ever interacted with voice assistants like Siri or Alexa, you've engaged in a basic form 
of prompt engineering. The way you phrase your request—"Play some relaxing music" versus "Play 
Beethoven's Symphony No. 7 Für Elise"—can yield vastly different results. 
 
Commands with a longer statement that includes context, assigns a role to the AI and/or provides some 
examples of the output are also examples of prompt engineering. Likewise, providing additional 
instruction after receiving an output, like adding, removing emphasizing or re-ordering language to 
achieve a desired style or technical tone is also part of the prompt engineering process. Prompt 
engineering is the bridge ensuring effective human-AI communication. It's not just about getting the 
right answer; it's about ensuring AI understands the context, the nuances, and the intent behind every 
query. Crafting the initial prompt is just the beginning. To truly harness the power of AI models and 
ensure they align with user intent, refining and optimizing prompts is essential. 
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The subtleties of prompting 

Every word in a prompt matters. A slight change in phrasing can lead to dramatically different outputs 
from an AI model. For instance, asking a model to "Describe the Eiffel Tower" versus "Narrate the 
history of the Eiffel Tower" will yield distinct responses. The former might provide a physical description, 
while the latter delves into its historical significance. 
 
Understanding these nuances is essential, especially when working with LLMs. These models, trained on 
vast datasets, can generate a wide range of responses based on the cues they receive. It's not just about 
asking a question; it's about phrasing it in a way that aligns with your desired outcome. 

Techniques in prompt engineering 

Perfecting a prompt often requires experimentation. Below are several techniques that can aid in this 
endeavor: 
 
Role-playing. By making the model act as a specific entity, like a City Manager or a Chief of Police, you 
can get tailored responses. For example, "As a City Manager, evaluate the following staffing plan" might 
yield a response grounded in finance or budgeting. Whereas, changing the role to a Chief of Police, could 
yield a result that references level of service. 
 

Act as; Create a; Tone; 
City Manager Staff Report Firm 
City Finance Director Email response to resident Professional 
City Planner Summary of an RFP Formal 
Chief of Police Grant Application Informal 
Public Works Director Memo to staff Friendly 

Here is an example of some Local Government Roles, tasks and tones that may be more relevant to local 
governments than receipts for dinner or selecting the right music to help you focus – of course those are 
also important topics for local leaders! 

Iterative refinement. Start with a broad prompt and gradually refine it based on the model's responses 
and the desired use. This iterative process helps in honing the prompt to perfection. This is also a 
common technique to expedite the writing process as you can use LLMs as an inhouse editor to help 
refine early iterations in annual grant reports, for instance. LLMs can take bulleted text and be 
prompted to “write a summary of this information.” After some editing and refinement by the author, 
an LLM be prompted with simply “Rewrite.”  
 
Feedback loops. Use the model's outputs to inform and adjust subsequent prompts. This can be 
accomplished by dedicating a single inquiry to a particular subject. After you have refined several 
interactions, send the draft to a colleague for their edits. If the grant maker has additional questions, 
you can input those questions back into the same thread with a prompt of “Based on previous 
information, answer this question.” This dynamic interaction ensures that the model's responses align 
with the same issue or subject matter over time.  
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Context Learning. Another way to increase relevancy is to paste several previous grant applications that 
were funded and ask the LLM to “based on the previous, write a summary of the following bullet points” 
By providing context or previous instances, the model can better understand and generate the desired 
output.  
 
Chain-of-Thought (CoT). This technique involves guiding the model through a series of reasoning steps. 
By breaking down a complex task into intermediate steps or "chains of reasoning," the model can 
achieve better language understanding and more accurate outputs. It's akin to guiding someone step-
by-step through a complex math problem. 

General rules for Prompt Engineering.  

Creative effective prompts recognizes there are rules embedded in LLMs that are used to respond to the 
prompt. By following the general rules below, you can help ensure that the output matches the intent of 
the input. 
 

• Clarity is key. Ensure that the prompt is clear and unambiguous. Avoid jargon unless it's 
necessary for the context. 

• Try role-playing. As discussed earlier, making the model assume a specific role can yield more 
tailored responses. 

• Use constraints. Setting boundaries or constraints can help guide the model towards the 
desired output. For instance, "Describe the Eiffel Tower in three sentences" provides a clear 
length constraint. 

• Avoid leading questions. Leading questions can bias the model's output. It's essential to remain 
neutral to get an unbiased response. 

• Iterate and evaluate. Prompt engineering is iterative. Here is a typical workflow: 
o Teach the AI model based on existing materials (emails, RFP instructions, past staff 

reports etc.)  
o Draft the initial prompt based on the task at hand and the desired output. 
o Test the prompt based on the response that is generated. 
o Evaluate the response to see if it 1) aligns with the intent; 2) meets the criteria of the 

prompt and; 3) uses the format of the materials used to teach it. 
o Refine the prompt by making any necessary adjustments based on the evaluation. 
o Ask the AI model to “rewrite with…” and repeat this process until the desired output 

quality is achieved. 
o Always verify the results to ensure the AI model is not hallucinating and customize 

based on your language style. 
o Save the conversation for use later with a similar task and do not use the staff report 

model to determine tonight’s dinner menu.  
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The Future of Prompt Engineering 

The world of AI and LLMs is dynamic, with research and innovations emerging at a rapid pace. One thing 
that is for sure is that by the time the authors completed writing this guide, the rules and best practices 
of prompt engineering are probably already out of date.  

That said, there is a growing body of work around Adaptive prompting as researchers explore ways for 
models to adaptively generate their own prompts based on the context, reducing the need for manual 
input. Another area of research is emerging around multimodal prompts that can process both text and 
images, the scope of prompt engineering is expanding to include visual cues. Last, and as important as 
anything in this document, government intervention and implementation of policies is driving ethical a 
focus on crafting prompts that ensure fairness, transparency, and bias mitigation. 

 

 

 

 

 

  



 

121 | P a g e  
 

Research Resources 
Academic  
Opportunities and Risks of Artificial Intelligence in the Public Sector 
UC Berkeley Citris Policy Lab - AI policy database 
Harvard Business Review - How AI Could Help the Public Sector 
Massachusetts Institute of Technology – CS and AI Lab Research Pool 
 
Journals 
Sparks of Artificial General Intelligence: Early experiments with GPT-4 
The Conditions of Artificial General Intelligence  
Journal of Artificial Intelligence Research 
Smarter Eco-cities and their AI and Artificial Intelligence of Things 
 
Non Government Organizations 
AI for the Common Good 
Center for AI Safety - Organizational Risks 
MetroLab Network 
AI Ethics Impact Group 
 
Industry 
2028 AGI, Superhuman Alignment, New Architectures - Shane Legg (DeepMind Founder) 
Machine Super Intelligence  by Shane Legg 
Planning for AGI and beyond by Sam Altman (OpenAI Founder) 
Transparency and model evaluations – Apollo Research 
Artificial Intelligence Policy Considerations 
 
Vendors 
Vision Zero 
Smart Cities 
Bosch 
Dynamic Yield, x2 
Social Listening Platforms 
Voice Cloning - NYC Mayor 
MyCity Chatbot - NYC 
AI Powered Smart Trash Cans 
People Counters - DragonFruit 
Delta's Parallel Reality 
Facial Recognition – Rite Aid 
SewerAI 
 
  

https://law.stanford.edu/2023/05/25/opportunities-and-risks-of-artificial-intelligence-in-the-public-sector/
https://citrispolicylab.org/ailegislation/
https://hbr.org/2018/01/how-ai-could-help-the-public-sector
https://hbr.org/2018/01/how-ai-could-help-the-public-sector
https://www.csail.mit.edu/research/?category=Groups
https://arxiv.org/abs/2303.12712
https://link.springer.com/chapter/10.1007/978-3-030-52152-3_25
https://www.jair.org/index.php/jair
https://www.sciencedirect.com/science/article/pii/S2666498423000959
https://allenai.org/
https://www.safe.ai/ai-risk
https://metrolabnetwork.org/
https://www.bertelsmann-stiftung.de/fileadmin/files/BSt/Publikationen/GrauePublikationen/WKIO_2020_final.pdf
https://www.youtube.com/watch?v=Kc1atfJkiJU
https://www.vetta.org/documents/Machine_Super_Intelligence.pdf
https://openai.com/blog/planning-for-agi-and-beyond
https://www.apolloresearch.ai/blog
https://info.bai.org/_pm-ai-policy-considerations.html?utm_medium=search&utm_source=google&utm_campaign=pm_aipolicy&gad_source=1&gclid=CjwKCAiAuNGuBhAkEiwAGId4anng9C-aanIIByzG8h3ejVyuMTbUnKbQqTN946qbty6JAbi-NFAUhBoC2-MQAvD_BwE
https://www.planetizen.com/news/2022/04/116921-how-ai-can-promote-vision-zero
https://sensen.ai/solutions/cities/
https://www.bosch.com/stories/artificial-intelligence-community-based-parking/
https://techcrunch.com/2019/03/25/mcdonalds-acquires-dynamic-yield/
https://www.dynamicyield.com/restaurants/
https://www.brandwatch.com/p/brand24-alternative/?utm_source=google&utm_medium=cpc&utm_campaign=smm-na-demo-ppc-prospect-competitors-en&utm_content=Competitor-Brand24&utm_term=brand%2024&cq_src=google_ads&cq_cmp=10038065027&cq_term=brand%2024&cq_plac=&cq_net=g&cq_plt=gp&gad_source=1&gclid=CjwKCAiA_OetBhAtEiwAPTeQZ2Wa2DtIx4GEO1PSAAGz2_whcJVhdb9Hr70_1aom04CLbxRzdJ7t7RoC280QAvD_BwE
https://voicebot.ai/2023/10/18/nyc-mayor-adams-uses-ai-voice-clone-for-multilingual-robocalls/
https://chat.nyc.gov/
https://www.euronews.com/next/2022/09/13/this-ai-powered-smart-bin-sorts-recycling-by-itself
https://www.dragonfruit.ai/apps/traffic-counter
https://news.delta.com/mediakit/parallel-realitytm-experience
https://www.theguardian.com/technology/2023/dec/20/rite-aid-shoplifting-facial-recognition-ftc-settlement
https://gcc02.safelinks.protection.outlook.com/?url=https%3A%2F%2Flinkprotect.cudasvc.com%2Furl%3Fa%3Dhttps%253a%252f%252fsewerai.docsend.com%252fview%252fb4fwmrj2qsrjg4tn%26c%3DE%2C1%2CDm7ap2w88RKXD9QFT2uHy8I9jgjN4OEJc8T1WbjWPTrkVUI-QxXCpkWK2P-3tv98Dt0FVx9-54JlZauDh4FlOsTdh3kFBdALQ6V153GB2W6p-hBlp-aXgJY%2C%26typo%3D1&data=05%7C01%7Cbradley_harms%40ci.richmond.ca.us%7Cddad4e1ca60e4080a44208dbcf664198%7C8ab93658f71f4926b380e0da1d18115a%7C1%7C0%7C638331811224139099%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C0%7C%7C%7C&sdata=3rGJgr7CbkSZ0DPszar0rmgcFQ1nPi%2FCzBvpidKrY6s%3D&reserved=0
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Government 
White House - Executive Order on Safe, Secure, and Trustworthy Artificial Intelligence 
European Union – Artificial Intelligence Act 
National Institute of Standards and Technologies 
AI.gov - Artificial Intelligence Use Case Inventory (All Federal Agencies) 
State of California GenAI Guidelines for Public Sector Procurement, Uses and Training 
State of California SB-1047 Safe and Secure Innovation for Frontier Artificial Intelligence Models Act 
John S. McCain National Defense Authorization Act for Fiscal Year 2019, Section 238 of the 2019 NDAA 
definition of Artificial Intelligence 
NIST. Trustworthy and Responsible AI.  
NIST. 2023 January. AI Risk Management Framework, NIST AI 100-1, for generative AI.  
USC 9401. 2024, January.  
State of Colorado  
Washington State 
 
Local Government 
Contra Costa County Automated Driving Systems 
NYC AI Action Plan, NY 
City of San Jose, CA - GovAI 
City of Santa Cruz, CA 
City of San Francisco, CA 
Santa Clara County, CA 
City of Seattle, WA 
City of Boston, MA 
Metro Nashville, TN 
City of Boise, ID 
Nevada County, CA 
City of San Antonio, TX 
City of Raleigh, NC 
City of Moreno Valley, CA 
City of Burbank, CA 
TriMet (Tri-County Metropolitan Transportation District of Oregon) 
City of Fairfield, CA 
City of Long Beach, CA 
City of Fayetteville, AR 
Solano County, CA 
Chesterfield County Government, VA 
Town of Apex, NC 
Multnomah County, Oregon 
City of Tucson, AZ  
 
Local contacts and copies of AI policies from the local governments listed above can be provided upon 
request. Please contact Scott Watkins with the City of Concord, CA with any inquires. 

https://www.whitehouse.gov/briefing-room/statements-releases/2023/10/30/fact-sheet-president-biden-issues-executive-order-on-safe-secure-and-trustworthy-artificial-intelligence/
https://www.europarl.europa.eu/RegData/etudes/BRIE/2021/698792/EPRS_BRI(2021)698792_EN.pdf
https://www.europarl.europa.eu/RegData/etudes/BRIE/2021/698792/EPRS_BRI(2021)698792_EN.pdf
https://ai.gov/ai-use-cases/
https://cdt.ca.gov/wp-content/uploads/2024/03/3a-GenAI-Guidelines.pdf
https://leginfo.legislature.ca.gov/faces/billTextClient.xhtml?bill_id=202320240SB1047
https://www.congress.gov/115/plaws/publ232/PLAW-115publ232.pdf
https://airc.nist.gov/AI_RMF_Knowledge_Base/AI_RMF/Foundational_Information/3-sec-characteristics
https://nvlpubs.nist.gov/nistpubs/ai/nist.ai.100-1.pdf
https://uscode.house.gov/view.xhtml?req=(title:15%20section:9401%20edition:prelim)
https://oit.colorado.gov/government-data-advisory-board-gdab
https://ccta.net/projects/innovate-680/automated-driving-systems/
mailto:scott.watkins@cityofconcord.org?subject=AI%20Policy%20Resources
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